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Abstract. This paper will discuss the internal architecture for an agent frame-
work called DECAF (Distributed Environment Centered Agent Framework). DE-
CAF is a software toolkit for the rapid design, development, and execution of
“intelligent” agents to achieve solutions in complex software systems. From a
research community perspective, DECAF provides a modular platform for eval-
uating and disseminating results in agent architectures, including communica-
tion, planning, scheduling, execution monitoring, coordination, diagnosis, and
learning. From a user/programmer perspective, DECAF distinguishes itself by
removing the focus from the underlying components of agent building such as
socket creation, message formatting, and agent communication. Instead, users
may quickly prototype agent systems by focusing on the domain-specific parts
of the problem via a graphical plan editor, reusable generic behaviors [9], and
various supporting middle-agents [10]. This paper will briefly describe the key
portions of the DECAF toolkit and as well as some of the internal details of the
agent execution framework. While not all of the modules have yet been com-
pletely realized, DECAF has already been used for teaching purposes, allowing
student teams, initially untutored in agent systems, to quickly build prototype
multi-agent information gathering systems.

1 Introduction

DECAF (Distributed, Environment-Centered Agent Framework) is a toolkit which al-
lows a well-defined software engineering approach to building multi-agent systems.
The toolkit provides a stable platform to design, rapidly develop, and execute intelligent
agents to achieve solutions in complex software systems. DECAF provides the neces-
sary architectural services of a large-grained intelligent agent [12, 30]: communication,
planning, scheduling, execution monitoring, coordination, and eventually learning and
self-diagnosis [22]. This is essentially, the internal “operating system” of a software
agent, to which application programmers have strictly limited access.

The control or programming of DECAF agents is provided via a GUI called the
Plan-Editor. In the Plan-Editor, executable actions are treated as basic building blocks
which can be chained together to achieve a larger more complex goal in the style of an
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No. 11S-9812764.



HTN (hierarchical task network). This provides a software component-style program-
ming interface with desirable properties such as component reuse (eventually, auto-
mated via the planner) and some design-time error-checking. The chaining of activities
can involve traditional looping and if-then-else constructs. This part of DECAF is an
extension of the RETSINA and TAEMS task structure frameworks [34, 11].

Unlike traditional software engineering, each action can also have attached to it a
performance profile which is then used and updated internally by DECAF to provide
real-time local scheduling services. The reuse of common agent behaviors is thus in-
creased because the execution of these behaviors does not depend only on the specific
construction of the task network but also on the dynamic environment in which the
agent is operating. For example, a particular agent is allowed to search until a result
is achieved in one application instance, while the same agent executing the same be-
havior will use whatever result is available after a certain time in another application
instance. This construction also allows for a certain level of non-determinism in the
use of the agent action building blocks. This part of DECAF is based on the design-to-
time/design-to-criteria scheduling work at UMASS [16, 31].

The goals of the architecture are to develop a modular platform suitable for our
research activities, allow for rapid development of third-party domain agents, and pro-
vide a means to quickly develop complete multi-agent solutions using combinations of
domain-specific agents and standard middle-agents [10] and to take advantage of the ob-
ject oriented-features of the JAVA programming language. DECAF distinguishes itself
from many other agent toolkits by shifting the focus away from the underlying com-
ponents of agent building such as socket creation, message formatting, and the details
of agent communication. In this sense DECAF provides a new programming paradigm:
Instead of writing lines of code that include system calls to a native operating sys-
tem (such asead() or socket() DECAF provides an environment that allows the basic
building block of agent programming to be an agent action. Conceptually, we think of
DECAF as an agent operating system. Code within that action can make calls to the
DECAF framework to send messages, search for other agents or implement a formally
specified coordination protocol. This interface to the framework is a strictly limited set
of utilities that remove as much as possible the need to understand the underlying struc-
tures. Thus, the programmer does not need to understand JAVA network programming
to send a message, or learn JAVA database functions to attach to the internal knowledge
base of the framework.

This paradigm differs from some well known toolkits which use the APl approach
to agent construction, three of which are mentioned RIXEMAS(JAVA based Agent
Framework for Multi-Agent Systems) [7] at the University of Cinncinati provides a set
of JAVA classes that must be extended and therefore the programmer must understand
the underlying interfaces. In particular, the programmer must explicitly establish each
conversation, rules for the particular conversation and startup procedures through the
specified JAVA interface.

Bond is a Java-based, object-oriented middleware for network computing currently
under development at Purdue University [2]. In bond, the focus of the programming
paradigm is the network and the message passing inteiNaddlewareis a software
layer that allows developers to mold systems tailored to specific needs from components



and develop new components based upon existing ones. The basic components of Bond
are meta-objects and agents. Meta-objects provide synthetic information about network
resources and agents use this information to access and manipulate network objects on
behalf of users.

JATLitefrom Stanford University, is a set of Java packages that make it easy to build
multi-agent systems using Java [24]. JATLite provides a basic infrastructure in which
agents register with an Agent Message Router facilitator using a name and password,
connect/disconnect from the Internet, send and receive messages, transfer files, and
invoke other programs or actions on the various computers where they are running. The
basic programming component with JATLite is the JAVA API which the programmer
will use to build all the functionality needed by a network based agent.

JACK][5]is an architecture that enables the development of complex agents and sup-
ports the BDI architecture. Currently, DECAF does not have much support for beliefs
in such a structure. JACK also have an extensive tool set for the development of capa-
bilties [6]. Capabilities in DECAF are described and then adevertised by the user to a
Matchmaker agent. We are currently developing a protocol for standard advertisement
of such capabilties. Similar to DECAF, JACK will analyze plans and make decisions
about sequential or paralle execution, respond apropriately in the event of a failure and
decide when sufficient conditions exist to enable an action.

Functionally, DECAF is based on RETSINA[30, 9, 12, 34, 33] and TAEMSJ[11, 31].
However, DECAF, has been restructured to provide a platform for rapid development
of agents and as a platform for researching specific areas of agent interaction. DE-
CAF is also written in Java and makes extensive use of the Java threads capabilities
to improve performance—each agent subcomponent runs concurrently within its own
thread. DECAF supports a general way to map KQML messages susbHasVvE
to arbitrary plan fragments and thier associated precondition values (provisions). DE-
CAF currently uses the RETSINA Agent Name Server, and will be compatible with
RETISINA middle-agents when they are released. DECAF is migrating toward a HTN
task structure representation that is a hybrid of TAEMS and RETSINA. For example,
abstract TAEMS task relationships sucheamblesare more explicitly modeled with
task provisions and parameters [34, 33].

In terms of basic functionality that agents should be able to provide, DECAF sup-
ports Newell's description [23] that an architecture is a set of processing units that
realize a symbol processing system. In this case DECAF is like an operating system
and the symbols to be processed are KQML messages. Having such a structure may
make it easier to compare to other architecture capabilities in a fashion used by Wallace
and Laird [32].

Another new feature of the DECAF toolkit is that the relationships between agent
actions are very easy to specify using the Plan Editor. Temporal and logical relationships
are defined graphically. (Currently, the only temporal relationship is a “happens before”.

) This compares to a much more complicated language specification sGohasrrent
MetateM15]. A MetateM system may contains a number of concurrently executing
agents, each communicating with each other via broadcast message passing. DECAF

! Since 1997 RETSINA has also been recoded in Java.



agents have the same parallel ability but accomplish it with point-to-point messaging
and Java threads.

Another agent specification formalism is DESIRE [4]. DESIRE explicitly models
the knowledge, interaction and coordination of complex tasks and reasoning capabilities
in agent systems. The focus of DESIRE is more on all of the tasks in a multi-agent
system, as opposed to the tasks of a single agent. The language formalism that DESIRE
uses is a text file that very closely resembles the format of the Planeditor from the
DECAF toolkit. A DESIRE component has subcomponents and links of information
exchange. However, with DESIRE you must explicitly state any logical structure of
your tasks such as if-then-else constructs. Such constructs are modeled graphically with
DECAF the execution is handled internally by the DECAF framework.

In contrast, DECAF allows the agent developer to immediately program at the
whole-agentievel—i.e. basic domain actions and desired capabilities—very rapidly
without the need to focus on the messages or the network of any JAVA specific classes.
By providing a GUI plan interface for agent programming the user can immediately be-
gin describing capabilities and programming the agent actions. This paper will briefly
describe the key portions of the DECAF toolkit and as well as some of the internal
details of the agent execution framework.

2 DECAF Operation

The basic operation of DECAF requires three components:

— An Agent Name Server (ANS)
— An Agent Program or Plan File
— The DECAF Framework

The purpose of the ANS is similar to most name servers such as DNS (Domain
Name Server) or the portmapper on generic UNIX systems. The idea is that a new
agent will register its existence with the ANS. Such registration consists of a socket
number and a host name. Once the agent is registered any other agents wishing to com-
municate will first contact the ANS to determine if the recipient is currently up and
working. If so, the ANS will respond with the address and further communications will
be carried on directly between agents. This is like looking up someone’s name in the
phone book (white pages) and then making the call. If the name is not in the phone book
you will not be able to make the call. Similarly, if your agent has not registered with the
ANS, no other agent will be able to communicate with it. Agent and ANS interaction a
shown in figure 1. From the agent programmer’s perspective, the interactions with the
ANS occur automatically and behind the scenes. This capability is fairly routine among
implemented agent systems. DECAF currently uses the CMU RETSINA ANS.

The plan file is the output of the Plan Editor and represents the programming of the
agent. One agent consists of a set of capabilities (potential objectives, goals, or desires
in BDI nomenclature) and a collection of actions that may be planned and executed
to achieve the objective. These capabilities can correspond to classical Al black-and-
white goals or “worth-oriented” objective functions over states [26, 33]. Currently, each
capability is represented as a complete task reduction tree (HTN [13]), similar to that
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Fig. 1. ANS , Agent Interaction

in RETSINA [33], with annotations drawn from the TAMS task structure description
language [11, 31]. The leaves of the tree represent basic agent actions (HTN primitive
tasks). One agent can have dozens or even hundreds of actions. The basic actions must
be programmed in a precise way just as any program written in C or Java must be.
However, the expression of a plan for providing a complete capability is achieved via
program building blocks that are not simple declarative programming language state-
ments but are a sequence of actions connected in a manner that will achieve the goal
Actions are reusable in any sequence for the achievement of many goals. Each of these
capabilities and the programming to achieve the associated goal is specifi@dain a
file.

In our toolkit, a Plan file is created using a GUI called #lan-Editor. This in-
terface was influenced by work such as the software component editor for ABE [21]
and the TAEMS task structure editor for the Boeing MADEsmart/RaDEO project [1]. In
the Plan-Editor, a capability is developed using a Hierarchical Task Network-like tree
structure in which the root node expresses the entry point of this capability “program”
and the goal to be achieved. Non-leaf nodes (other than the root) represent intermedi-
ate goals or compound tasks that must be achieved before the overall goal is complete.
Leaf nodes of the tree represent actions. Each task node (root, non-root and leaves) has
a set of zero or more inputs callpbvisions, and a set of zero or moritcome$34].
The provisions to a node may come from different actions, so no action will start until
all of its provisions have been supplied by an outcome being forwarded from another
node (this may of course be an external node, e.g. a KQML or other ACL message).

2 This should come to no surprise to people familiar with HTN planning, but is a small concep-
tual hurdle for non-Al-trained agent programmers



Provision arcs between nodes represent the most common type of inter-task constraint
(thev are a subhclass of the T/AEMSB8ahlementelationshin) on the nlan snecification.

Fig. 2. Sample Plan File

A node, N;, may have multiple outcomes but the node is considered complete as
soon as one outcome has been provided. diteomegepresent a completassifi-
cationor partition of the possible results. For example, the outcome of Ndeay
be any outcome in the set of outcom@s, O-,..., O,. If the result of the action is
classified as outcom@,, then control will pass to nod&’, if the result is classified
as outcome); control will pass to nodéV;. In either case, as soon as an outcome is
provided that node has completed processing. In this way conventional looping or con-
ditional selection can be created by specifying correct control. The Plan-Editor allows
such control to be specified simply by drawing boxes and connecting the outcomes to
other boxes. When the picture is drawn, saving the file will create an ASCII plan file that
is used to program the actions of the agent. A picture of a sample Plan-Editor session is
shown in Figure 2.

In Figure 2,Samplds the name of the goalirlSearch SearchlSearchzandAl are
the actions. When the provision for Sample, narstatk is provided, the urlSearch
action will execute and depending on the outcomledr fail) either Searchl or Al
will execute followed by Search2. When Search2 is complete, the outaesdi is
provided to the goal and the goal has been completed.

3 DECAF Implementation

Figure 3 represents the high level structure of the DECAF architecture. Structures inside
the heavy black line are internal to the architecture and the items outside the line are



user-written or provided from some other outside source (such as incoming KQML
messages).

[ Plan File } {Incoming KQML messages}

Incoming
Message Queue

Agent
Initialization

DECAF Task and Control Structures

Task

Objectives Agenda
Queue Queue Queue
\ 7 7
Q

Dispatcher Planner Scheduler Executor

/

Q
ask Templates Pending o Action
Hashtable Action Queue Results Queue
N /

[ Domain Facts and Beliefs J
Outgoing .
KQML Messages Action Modules

Fig. 3. DECAF Architecture Overview

As shown in Figure 3, there are five internal execution modules (square boxes) in the
current DECAF implementation, and seven associated data structure queues (rounded
boxes).

3.1 Execution modules

Agent Initialization The execution modules control the flow of a task through its
life time. After initialization, each module runs continuously and concurrently in its
own Java thread. When an agent is started, the agent initialization module will run.
The Agent Initializationmodule will read the plan file as described above. Each task
reduction specified in the plan file will be added to fask Templates Hashtakjglan
library) along with the tree structure that is used to specify actions that accomplish that
goal.

Note that the initializer must be concerned with several features of the Plan File.
First there may be directives, similar to C preprocessor directives that indicate external
files must be read (Similar to theport directive in Java). These files will be read and
incorporated into the plan templates.

Next the plan may make use ofStartupmodule. The Startup task of an agent
might, for example, build any domain or beliefs data/knowledgebase needed for future
execution of the agent. Any subsequent changes to initial data must come from the



agent actions during the completion of goals. Startup tasks may assert certain continu-
ous maintenance goals or initial achievement goals for the agent. Actions are normally
initiated as a result of an incoming message requesting that action. The Startup task
is special since no message will be received to begin its execution. If such a Startup
module is part of the plan file, the initialization module will add it to Fesk Queue

for immediate execution.

Lastly, the plan file may be incomplete in the sense that some portions of the plan
will not be known until the results of previous actions are complete (interleaved plan-
ning and execution). In this case the initialization module will build place holders in
order to complete the action tree.

Specific task structures are read from the plan file, are listed in the plan library,
and are not currently changed during the agent lifetime (but see the discussion of the
DECAF planner). The last thing the Agent Initialization Module does is register with
the ANS and set up all socket and network communication.

Dispatcher Agent initialization is done once and then control is passed to the Dis-
patcher which waits for incoming KQML messages which will be placed orrihe
coming Message QueuAn incoming message contains a KQMerformativeand
its associated information. An incoming message can result in one of three actions by
the dispatcher. First the message is attempting to communicate as part of an ongoing
conversation. The Dispatcher makes this distinction mostly by recognizing the KQML
;in-reply-to field designator, which indicates the message is part of an existing
conversation. In this case the dispatcher will find the corresponding action Retite
ing Action Queuand set up the tasks to continue the agent action.

Second, a message may indicate that it is part of a new conversation. This will
be the case whenever the message does not usetreply-to field. If so a
new objectiveis created (equivalent to the BDI “desires” concept[25]) and placed on
the Objectives Queuor the Planner. An agent typically has many active objectives,
not all of which may be achievable. The last thing the Dispatcher is responsible for is
the handling of error messages. If an incoming message is improperly formatted or if
another internal module needs to sends an error message the Dispatcher s responsible
for formatting and send the message.

Planner The Planner monitors the Objectives Queue and matches new goals to an
existing task template as stored in the Plan Library. A copy of the instantiated plan,

in the form of an HTN corresponding to that goal is placed in Thek Queuarea,

along with a unique identifier and any provisions that were passed to the agent via
the incoming message. If a subsequent message comes in requesting the same goal be
accomplished, then another instantiation of the same plan template will be placed in the
task networks with a new unique identifier. The Task Queue at any given moment will
contain the instantiated plans/task structures (including all actions and subgoals) that
should be completed in response to an incoming request.

Scheduler The Schedulemwaits until the Task Queue is non-empty. The purpose of
the Scheduler is to determine which actiar@ be executed now, whickhould be



executed now, and in what order. This determination is currently based on whether all
of the provisions for a particular module are available. Some provisions come from
the incoming message and some provisions come as a result of other actions being
completed. This means the Tasks Queue Structures are checked any time a provision
becomes available to see which actions can be executed now.

For DECAF, the traditional notion of BDI “intentions” as a representation of a cur-
rently chosen course of action is partitioned into three deliberative reasoning levels:
planning, scheduling, and execution monitoring. This is done for the same reasons given
by Rao [25]—that of balancing reconsideration of activities in a dynamic, real-time en-
vironment with taking action [27]. Rather than taking the formal BDI model literally,
we develop the deliberative components based on the practical work on robotics mod-
els, where the so called “3T” (three tier) models have proven extremely useful [14,
29, 3]: here, Planning, Scheduling, and Execution Monitoring. Each level has a much
tighter focus, and can react more quickly to external environment dynamics than the
level above it. Most authors make practical arguments for this architectural construc-
tion, as opposed to the philosophical underpinnings of BDI, although roboticists often
point out the multiple feedback mechanisms in natural nervous systems

Once an action from the Task Queue has been selected and scheduled for execu-
tion, it is placed on thédgenda Queueln a very simplistic first implementation of
the Scheduler, the order was first-come-first-served (FCFS). As any basic Operating
Systems student knows, this can result in some very long wait times for tasks. On the
other hand, determining an optimal schedule for a set of tasks in a fixed period of time
can be an NP-hard problem. In the research section of this paper some heuristics for
determining schedule are described (see Section 5.2)

Executor The Executoris set into operation when the Agenda Queue is non-empty.
Once an action is placed on the queue the Executor immediately places the task into
execution into execution. One of two things can occur at this point: The action can
complete normally. (Note that “normal” completion may be returning an error or any
other outcome) and the result is placed on Atntion Result Queuelhe framework

waits for results and then distributes the result to downstream actions that may be wait-
ing in the Task Queue. Once this is accomplished the Executor examines the Agenda
queue to see if there is further work to be done.

The other case is when the action partially completes and returns with an indication
that further actions will take place later. This is a typical result when an action sends
a message to another agent requesting information, but could also happen for other
blocking reasons (i.e. user or internet I/O). The remainder of the task will be completed
when the resulting KQML message is returned. To indicate that this task will complete
later it is placed on th€ending Action QueuedActions on this queue are keyed with
areply-tofield in the outgoing KQML message. When an incoming message arrives,
the Dispatcher will check to see if am-reply-tofield exists. If so, the Dispatcher will
check the Pending action queue for a corresponding message. If one exists, that action

3 See also the discussions of plans and plan actions as intentions by Cohen and Grosz & Kraus
[8,19].



will be returned to the Agenda queue for completion. If no such action exists on the
Pending action queue, an error message is returned to the sender.

4 Agent Construction

One of the major goals of building the DECAF framework is to enable very rapid de-
velopment of agent actions and agent programming. This is accomplished by removing
the agent interaction requirement from the programmers hands. The developer does not
need to write any communications code, does not have to worry about multiple invoca-
tions of the same agent, does not have to parse and schedule any incoming messages,
and does not have to learn any Application Programmer Interface (API) in order to write
and program an agent under the DECAF architecture. Note that since the Plan File in-
corporates all of the data flow of an agent, the programmer does not have to write code
for data flow between actions either.

The plan file represents the agent programming and each leaf node of the program
represents a program that the user must write. Each action takes as inputs (or parame-
ters) a list of provisions and produces as output a result that can be classified as exactly
oneoutcomeWhen writing agent code, there will be one (Java) method corresponding
to the entry point of the agent action. This entry method consists of a constructor and a
method name&tandardMethodTlhis method takes as arguments a linked list of the in-
put parameters and the Agent class. Utilities are provided for extracting the parameters
and the Agent handle is used to send out KQML messages.

The method (and any agent method) returRsavision Cell The contents of a Pro-
vision Cell are a provision name and a value for that provision. The provision name will
be set to one of the outcome provision names specified in the Agent plan file. A special
provision namePendingis used to indicate that this action is not complete yet, and will
be receiving further messages as part of an ongoing conversation. When the Pending
keyword is used as a name, the Provision Cell value is set to the name of the method
that should be entered when the response message arrives. Using this mechanism, a
finite state machine can be setup by reentering your code based on specific results.

Figure 4 shows an agent action nang&hrch4 The code shows a template for an
action that starts, sends a KQML message and when the response to the message arrives,
the action is reentered in tliResultMethoanethod of the code.

5 Current Activities and Research

The DECAF architecture is particularly well suited as a research and development plat-
form. Since each module is a separate thread, one area can be singled out for research
without impact on other activities. One research project is centered around perfor-
manceof both the framework and the performance of agents. Many of the performance
considerations discussed here have been actually tested and summarized in Byaper “
perimental Results in Real-Time Scheduling with DEC#hRich has been submitted

for consideration to the Autonomous Agent 2000 conference.



/I Libraries to be imported.

import java.io.*;

import java.net.*;

import EDU.cmu.softagents.misc. ANS.ANSClient.*;
import EDU.cmu.softagents.util.*;

import EDU.cmu.softagents.misc. KQMLParser.*;

public class Search4 {
public Search4() // the zero argument constructor for testing
System.out.printin(" The Zero constructor");

public ProvisionCell StandardMethod(LinkedListQ Plist, Agent Local)
{

ProvisionCell Result = new ProvisionCell();

String Pvalue = new String();

String Pname = new String();

String Input = new String();

/I build the message
String Message = Util.getValue(Plist,"MESSAGE");
KQMLmessage K = new KQMLmessage(Message);

/I Action logic goes here

/I build a properly formed KQML
/I message for sending if needed
/I Use the framework for sending
Local.send(OutgoingMessage);

/I Set up the return results

Pname = "pending";

Pvalue = "ResultMethod";

Result = new ProvisionCell(Pvalue,Pname,null);
return (Result);

} /I End of StandardMethod

public ProvisionCell ResultMethod(LinkedListQ Plist, Agent Local)
{

ProvisionCell Result = new ProvisionCell();

String Pvalue = new String();

String Pname = new String();

String Input = new String();

/I build the message and send if needed
String Message = Util.getValue(Plist,"MESSAGE");
Local.send(OutgoingMessage);

Pname "ok";

Pvalue = "This is a very long string";

Result = new ProvisionCell(Pvalue,Pname,null);
return (Result);

} // End of ResultMethod

Fig. 4. Sample Agent Code



5.1 Software Engineering Perspectives

One of the major goals of building the DECAF architecture was to enable people with-
out any agent development experience to quickly and easily develop and program agents
that would interact to achieve a larger goal. This concept was verified by using the
framework and tools in a recent class on Information Gathering. The class consisted
of fifteen students who had never done any agent programming and most of whom
had never done Java programming (although all had C or C++ experience). Two lec-
tures were presented, one on the basic concepts of agents programming and one on the
specifics of agent writing in our framework. In the following four weeks, approximately
twenty agents were developed using around forty separate agent actions programmed to
accomplish objectives. The agents were combined into two prototype multi-agent sys-
tems, one to do Warren-like financial portfolio management[30], and one to evaluate
and track graduate school applications.

More recently, more robust agents have been developed. First, a MAS named the
Virtual Food Court (VFC). VFC represents seven different agents, a restaurant, and em-
ployment agency for waiter, a supplier for raw products, two government agencies and a
middle agent Matchmaker. This agent was developed to demonstrate the conversational
abilities of DECAF, the use of negotiation techniques and has also served as an excel-
lent example of a large exchange of messages. In the basic example a diner enter the
VFC and negotiates a meal with the waiter, the restaurant negotiates with the supplier
for food and with the employments agency for a waiter. A data base is built to store
domain knowledge so subsequent meals are not so complex. An average meal though
will require over 100 messages.

Another agent was developed to provide a perspective on agent scheduling. In this
agent (simply calleBigAgen} a plan was developed with over 100 possible sched-
ules to accomplish a task. Analysis was performed to determine a “best” path and then
executed and compared to other potential solutions.

In addition to debugging and proving the stability of the DECAF framework, this
experience provided the desired development platform for agent development and pro-
gramming. One of the major purposes of the project is to develop a tool for teaching
agent systems concepts; to this end is currently publicly available.

5.2 Schedule Design Criteria

One problem associated with large scale agent development is applying real-time per-
formance constraints to the system. The notion ofAaptime Agenf28] is used to al-

low agents to search until a specific criteria or quality of answer is achieved. Real-time

performance may also be achieved by conditional scheduling of agents using sampling
[18]: An initial schedule is laid out and then may be changed based on the sampling

results. A third method for achieving real-time results is knowbeasign to Time[17]

The idea to specify a deadline when an agent must be completed. The agent will then
determine the method to achieve an optimal result in the time given.

In general, determining an optimal schedule of agents, even a group of agents with
predetermined performance characteristics is at least an NP-hard problem. The modu-
larity of DECAF provides a particularly good base from which to investigate various
heuristics for scheduling possibilities.



5.3 Threading

The entire Framework makes heavy use of Java Threads. Each execution module is a
separate thread when the framework is started. Currently each task run by the Executor
is run sequentially. Research is being done to determine if each task run by the Executor
should be a separate thread. On one hand this will prevent any undue delay by tasks
waiting to run since each task will gets its own thread an run immediately. Control
would then be immediately returned to Executor for selection of the next task. The
negative aspect of this design is data synchronization. This is easily enough solved but
will complicate the programming interface significantly. One possible solution to this
would be to have the agent programmer specify if this action is capable of independent
activity by setting a flag in the performance profile.

Another drawback to accomplishing thread synchronization also is the lack of syn-
chronization primitives in the Java language. Java tasitors as the sole means of
process/thread synchronization. The DECAF Framework has included in it for internal
use: binary semaphores, counting semaphores, condition variables and reader/writer
locks. The basis of this language enhancement comes from [20].

Impact on performance is also a consideration. The internals of the Java Virtual
Machine (JVM) are not clear when running on multiple processors and the future im-
plementation of the JVM may change.
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