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ABSTRACT

Given the currently available high speeds of physical
networks, a major challenge to increasing the per-
formance of delivering data across these networks is
efficient protocol implementations. The growing use
of shared memory multiprocessors as desktop work-
stations and server platforms suggests that one ap-
proach to this problem is to utilize parallelism at the
point of the communication bottleneck. Researchers
have shown that communication protocols can be par-
allelized in a number of different ways. This paper ez-
amines the applicability of the different parallelization
approaches to implementations of the MIL-STD 188-
220A protocol standard, the proposed standard for in-
teroperability over Combat Net Radio, and a key to the
Army’s efforts to digitize the battlefield, and standard-
ize protocols for the physical, data link and network
layers.
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INTRODUCTION

Advancements in high-speed networking technology
have transferred the performance bottleneck from the
physical transmission media to the transport compo-
nent, namely the communications protocol and the un-
derlying processor and operating system. Fiber optic
data rates in the gigabit range are achievable yet cur-
rent transport systems are slower by an order of mag-
nitude or more.
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The growing use of shared memory multiprocessors
as desktop workstations and server platforms suggests
that one approach to this problem is to utilize parallel-
ism at the point of the communication bottleneck.
Indeed, it has been shown that parallelism can be
used to improve performance of network transport sys-
tems [11]. Since network communications are protocol
driven, the natural candidate for parallelization is the
protocol itself.

This paper focuses on the potential use of parallelism
for enhancing the performance of Army communication
protocol implementations. In particular, we investigate
the various approaches to parallelizing the data link
and intranet layers of MIL-STD 188-220A. MIL-STD
188-220A is the proposed standard for interoperability
over Combat Net Radio, is key to the Army’s efforts to
digitize the battlefield, and standardizes protocols for
the physical, data link and network layers. The target
model of parallel programming is multithreaded pro-
grams for shared memory multiprocessors, given the
increasing use of these architectures for single nodes in
a communication network.

After describing the primary methods used for paral-
lelization of communication protocols, we give a brief
survey of the various experiences in parallelizing proto-
cols. An overview of the MIL-STD 188-220A protocol
is presented, with identification of the pertinent func-
tionality. We discuss the applicability of each of the
major parallelization methods to MIL-STD 188-220A
and conclude with a briefing on our future plans.

PARALLELIZATION METHODS

The two approaches commonly used for improving per-
formance of protocols are [5, 14]:



1. To implement existing protocols such that the pro-
cessing time is minimized.

2. To design new protocols with mechanisms specif-
ically architected for high-bandwidth, low-delay,
low-error-rate communications.

Parallelism can be exploited in either of these ap-
proaches. Whether the solution is implemented in
hardware, software or a combination, the same gener-
al techniques for protocol parallelism apply. Methods
for achieving protocol parallelism can be classified as
follows [2, 7, 13]:

e Connection parallelism: Connection parallel-
ism involves establishment of multiple links, or
connections, between end systems comprised of
single processors or threads. Speedup is achieved
with multiple connections allowing concurrent
communication.

e Packet parallelism: Packet parallelism assigns
each arriving packet to one processor or thread,
from a pool of processors or threads, allowing sev-
eral packets to be processed in parallel. This
approach distributes packets across processors,
achieving speedup both with multiple and single
connections.

e Pipelined or layered parallelism: Pipelined or
layered parallelism exploits the layering principle
common in protocol design, assigning each layer
to a separate processor. Performance gains are
achieved mainly through pipelining effects.

e Functional parallelism: Functional parallelism
decomposes functions within a single protocol and
assigns them to processing elements. Speedup is
achieved when packets require different indepen-
dent functional processing, which can be per-
formed simultaneously.

e Message parallelism: Message parallelism asso-
ciates a separate process with each incoming or
outgoing message. A processor or thread receives
a message and escorts it through the parallelized
portion of the protocol stack.

No single approach is a win in every situation. Factors
that affect the success of one approach over the others
include the node architecture, number of connections,
thread scheduling policies, whether it is a hardware or

software implementation, and the cost of primitives for
context switching and locking.

EXPERIENCES IN PARALLELIZED
PROTOCOLS

Previous study of protocol parallelization covers nearly
all forms of parallelization while focusing on upper lay-
ers more than lower layers and the TCP/IP protocol.
Functional and packet parallelism tend to be the most
often used.

Experimental evaluation of connection-level parallel
extensions of TCP/IP and UDP /IP protocol stack im-
plementations demonstrate that connection-level par-
allel protocol stacks, where connections are mapped
to processors or threads, scale well with the num-
ber of processors and deliver high throughput [17].
Throughput is best with a one connection per proces-
sor or thread approach. Multiplexing can be viewed
as a form of connection-level parallelism. Feldmeier’s
study of multiplexing in communication systems that
handle multiple QoS attributes [6] concluded that da-
ta streams should be multiplexed at the lowest layer
that provides more than one QoS. The HPTB architec-
ture [19] achieves a high degree of connection parallel-
ism by having network attachment units that perform
frame handling tasks and a buffering component to al-
low very high data arrival rates on multiple ports. Both
connection-level and packet-level parallelism have been
shown to increase the performance of encryption and
decryption protocols on a symmetric shared-memory
multiprocessor [13].

An experimental performance study of packet-level
parallelism on a shared-memory multiprocessor showed
that only limited packet-level parallelism can be
achieved within a single connection under TCP; howev-
er, multiple connections can improve available parallel-
ism [13]. Packet-level parallelism has been used to
achieve 1 Gbps rates for end-to-end protocol process-
ing with hardware-support lower-layer processing and
no significant assumptions about the protocol [9]. A
throughput of 1 Gbps was sustained using as few as 5
processors, but required some additional modest hard-
ware extensions.

La Porta and Schwartz achieved three times the
throughput of a serial implementation of the Transport
layer by using parallelism based on streams of packets,
or blocks of packets [11]. Using threads to shepherd a
packet through the protocol stack provided significant



(1.6 to 3.5 times) improvement in performance on 2 to
4 processors over a sequential implementation [7]. Sim-
ilar results were reported when using packet parallel-
ism on a multiprocessor architecture for OSI layers 2
through 6 [8].

These studies show that the advantages of packet-
level parallelism include no interlayer communication
overhead, performance improvements regardless of how
traffic is distributed over connections, a reasonable de-
gree of synchronization, and no extra context switch-
ing overhead. However, significant hurdles remain.
Throughput is inhibited by the serialization of process-
ing at higher layers due to the requirement of in-order
packet processing at these layers. Also, a large amount
of processing is required for transfer syntax conversion.
Throughput could be improved by using a standard da-
ta representation format, rather than a common trans-
fer syntax, to avoid data type conversion.

By decomposing and then parallelizing the function-
al components of the TCP protocol, it is possible to
achieve modest gains in performance [10]. However,
memory bandwidth is a critical factor limiting perfor-
mance. By overlapping protocol layers via function-
al parallelism, a speedup of 4 on 8 transputers was
achieved [18]. A transport subsystem called PATRO-
CLOS achieves functional parallelism by decomposing
the protocol into concurrently executable finite state
machines [1].

The T9000 transputer and C104 router technologies
were used in a simulation of a high-speed parallel pro-
tocol processing architecture based on functional and
packet parallelism [2]. A Transputer implementation of
the OSI Transport Class 4 (TP4) achieved 100 Mbps
performance, but demonstrated that TP4 is too gener-
al to fit with high speed protocol requirements [4].

Experiments comparing task-based (funciton and lay-
ered) and message-based parallelism [16] on a shared-
memory multiprocessor platform reported several sig-
nificant tradeoffs. Task-based parallelism incurs higher
context switching and synchronization overhead, re-
sulting in lower performance. However, task-based
threading architectures are easier to implement than
message-based process architectures.

In summary, the key limiting factors to success with
parallelization of protocols are: (1) when dealing with
a single connection under TCP, only very limited pack-
et parallelism is possible, (2) in-order packet process-
ing requirement is a point of serialization, (3) mem-

ory bandwidth can be a crucial limiting factor when
the data transfer rate exceeds a memory system’s ac-
cess speed, (4) achieving better speedup may require
redesigning protocols based on the notion of parallel
finite state machines, and (5) the upper layers tend to
be the bottleneck limiting performance gains [3, 15].

Notable among the successes are: (1) connection
parallelism used when there are one or more proces-
sors or threads per connection combined with packet
parallelism provides improved performance, (2) spe-
cial hardware for lower layer processing with pack-
et parallelism can achieve sustained throughput of 1
Gbps with only limited numbers of processors, (3) four
times speedup is achievable with functional parallelism
of TCP, and (4) upper layers provide far more oppor-
tunities for successful parallelization than lower layers.

THE MIL-STD 188-220A STANDARD

The military standard MIL-STD 188-220A “Interop-
erability Standard for Digital Message Transfer Device
(DMTD) Subsystems” [12] protocol specifies interop-
erability of command, control, communications, com-
puters, and C*I systems via Combat Net Radio (CNR)
on the battlefield. The architecture of MIL-STD 188-
220A uses the ISO 7-layer reference model. The April
1995 draft of the standard uses TCP/IP in the Trans-
port and Session Layers and does not address layers 5,
6 or 7. Thus, the focus of our interest in 188-220A is
restricted to the physical, datalink, and network layers.

The physical layer provides basic control functions
for connection activation, maintenance, and deactiva-
tion [12]. The standard specifies the use of a frequen-
cy hopping packet scheme, output transmission rates
ranging in general from 75 to 32000 bits per second
(bps), and half-duplex transmission mode. The phys-
ical layer may be realized over radio, wireline and/or
satellite links.

The datalink layer provides control functions to en-
sure information transfer across the physical channel,
framing of data, link encryption, and error control [12].
Four basic modes of communication are specified:

Type 1 - Unacknowledged Connectionless Operation
Type 2 - Connection-mode Operation

Type 3 - Acknowledged Connectionless Operation
Type 4 - Decoupled Acknowledged Connectionless Op-
eration

A significant amount of processing is performed by the



datalink layer. Due in part to the use of TCP/IP in
the upper layers, the functionality of the datalink layer
was augmented to include operations normally handled
in the upper layers and deemed necessary for the pro-
tocol. The functionality of the datalink layer includes:
flow control, Forward Error Correction coding (FEC)
(optional), group and global multicast of messages, pri-
ority queuing of messages (urgent, priority, routine),
scrambling and unscrambling of data (optional), Time
Dispersive Coding (TDC) (optional), and zero-bit in-
sertion (bit-stuffing).

The intranet or network layer accommodates packet
routing and information sharing among nodes within
the same radio network [12]. The primary functions of
the intranet layer are: exchanging topology and con-
nectivity information which is essential for a node to
initiate and/or perform intranet relay of packets, pack-
et aging via hop counter and timers, and other typi-
cal network layer functions, routing packets between a
source and multiple destinations within the same rad-
io network, and update of topology and connectivi-
ty information, determined by passively listening to a
node’s traffic and/or actively exchanging information.

PARALLELIZATION POSSIBILITIES

Possible avenues to parallelism of MIL-STD 188-220A
are explored within the framework of the five forms of
parallelism mentioned earlier. As the protocol speci-
fied by MIL-STD 188-220A is well defined and not apt
to change substantially in the near term, the general
approach is to create a parallel implementation of the
existing protocol.

Connection Parallelism. The low bandwidth of the
physical transmission media and the half-duplex com-
munication mode disallow true connection parallelism.
For connection parallelism to be successful, multiple si-
multaneous connections must be established, a scheme
for which the physical layer (CNR) and the MIL-STD
188-220A protocol are not designed.

At such time as the proposed 24 Mbps DBS link is
incorporated into operations, some form of connec-
tion parallelism may be feasible. Assuming separate
channels for CNR and DBS, a prerequisite for connec-
tion parallelism, concurrent communication, could be
achievable. In addition, parallel flow control is inherent
in connection parallelism.

Multicasting of messages, and portions of topology
and connectivity information updating, conceptually

are making use of connection parallelism already. By
virtue of CNR being a shared broadcast channel, mul-
tiple simultaneous messages are sent from a node to all
other nodes within range of the first node. This con-
current one-to-many broadcast has the appearance of
connection parallelism, but is clearly limited to a single
one-way transmission at any given time. The technol-
ogy involved in the physical transmission media is not
designed for connection parallelism.

Packet Parallelism. Given a large enough amount
of processing to be performed at the nodes, packet
parallelism is promising. Use of parallelism at the
packet level allows multiple packets to be processed
concurrently, allowing full utilization of the already
loaded communications link.

Functions within the datalink layer that may be suit-
able for packet parallelism include: Forward Error Cor-
rection coding (FEC), Scrambling and unscrambling,
Time Dispersive Coding (TDC), and Zero-bit inser-
tion. The appropriateness of parallelizing these func-
tions at the packet level will depend on the existence
of inherent parallelism in the algorithms used for each
function.

Packet routing is another area that may be particu-
larly well suited to packet parallelism within the MIL-
STD 188-220A protocol. Assigning packets to individ-
ual processors, those packets requiring routing can be
handled simultaneously with packets destined for the
local node.

Pipelined Parallelism. Given the potential for asyn-
chronous communication, pipelining can be applied to
a packet parallel scheme to further improve protocol
performance. As packets are received and processed
by the datalink layer, they are passed to the intranet
layer for further processing. This processing at the
subsequent layer is handled by a separate processor.

Pipelining is most beneficial when the pipeline length
is sufficiently long. Since the protocol at hand cov-
ers the lower layers only, and performance benefits of
pipelining are experimentally proven primarily for up-
per layers (i.e., transport layer and above), the use of
pipelined parallelism may not be as beneficial as some
of the other approaches under consideration.

Functional Parallelism. The use of functional
parallelism to improve performance of the MIL-STD
188-220A protocol is promising. Functions which may
lend themselves well to functional parallelism include:
Preparation of individual messages with a combination



of FEC, TDC, Scrambling and prioritizing within the
datalink layer, and the topology and connectivity in-
formation exchange and update operations.

The standard approach to take is twofold: (1) use pro-
filing information gathered during simulated or actual
runs of an implementation of the protocol to identify
the most expensive functions, and (2) analyze the algo-
rithms used for each function to identify opportunities
for parallelism.

Message Parallelism. Message parallelism relies on
the ability to parallelize the protocol stack, or as much
of the stack as possible, to be maximally effective. The
MIL-STD 188-220A protocol considers only the physi-
cal, datalink and intranet layers. Message parallelism,
as well as most other forms, perform experimentally
best when applied to upper layer protocols. Thus, mes-
sage parallelism as a means for improving the perfor-
mance of this particular protocol is not proposed.

FUTURE DIRECTIONS

We are in the process of obtaining an implementation
of MIL-STD 188-220A. We plan to experimentally in-
vestigate each of the most promising kinds of protocol
parallelism on a shared-memory multiprocessor work-
station. The results of such experimentation will pro-
vide valuable information about the potential bene-
fits of utilizing available parallelism of modern network
node processors for enhancing the performance of MIL-
STD 188-220A implementations.

“The views and conclusions contained in this document are those
of the authors and should not be interpreted as representing the
official policies, either expressed or implied, of the Army Research
Laboratory or the U.S. Government.”
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