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ABSTRACT
While scientists and engineers have been taking on the
challenge of converting their applications into parallel
programs, compilers are charged with identifying op-
portunities and transforming codes to exploit the avail-
able instruction-level parallelism (ILP) offered by today’s
uniprocessors, even within a parallel computing environ-
ment. Region-based compilation repartitions a program
into more desirable compilation units for optimization and
ILP scheduling. With region-based compilation, the com-
piler can control problem size and complexity by control-
ling region size and contents, and expose interprocedu-
ral scheduling and optimization opportunities without in-
terprocedural analysis or large function bodies. However,
heuristics play a key role in determining when it is most
beneficial to inline functions during region formation. This
paper presents and experimentally compares a set of heuris-
tics for demand-driven inlining performed during region
formation in terms of static code growth, compile-time
memory, and run-time performance.
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1. Introduction

Interprocedural techniques for program analysis and op-
timization are increasingly important for fully exploit-
ing modern instruction-level parallel (ILP) architectures.
These methods attempt to utilize the higher degrees of
available ILP within the context of the growing empha-
sis on modular applications and object-oriented program
design. Region-based compilation [14] for ILP is an ap-
proach that enables aggressive interprocedural analysis and
program improvement without the expense of performing
these potentially costly analyses on large function bodies.

By applying function inlining techniques and con-
structing new regions to serve as the unit of compiler opti-
mization, region-based compilation obtains more freedom
to move code between functions than interprocedural anal-
ysis techniques, while maintaining tight control over the
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compilation unit size and content. In addition to expos-
ing opportunities for interprocedural instruction schedul-
ing and optimization, the size of the resulting regions (i.e.,
compilation units) has been shown to be smaller than func-
tions, and can be limited to any desired size, in order to
reduce the impact of the quadratic algorithmic complexity
of the applied optimization transformations [14].

The key component of a region-based compiler is the
region formation phase which partitions the program into
regions using heuristics with the intent that the optimizer
will be invoked with a scope that is limited to a single re-
gion at a time. Thus, the quality of the generated code
depends greatly upon the ability of the region formation
phase to create regions that a global optimizer can effec-
tively transform in isolation for improved instruction-level
parallelism. The use of execution profile information in re-
gion formation allows the compiler to create regions that
more accurately reflect the dynamic behavior of the pro-
gram. With profile-based partitioning, an optimizer can ap-
ply expensive, sophisticated optimization analysis to high
execution frequency regions, and little to no optimization
on low execution frequency regions.

Function inlining plays an important role in enabling
optimizations that cross function boundaries by making it
possible for the region formation phase to easily analyze
across these boundaries and form interprocedural regions,
which consist of instructions from more than one func-
tion of the original program. However, too much inlining
leads to excessive code growth, while too little inlining, or
poorly selected inlining, leads to less gain in run-time per-
formance.

Figure 1 depicts two region-based compilation frame-
works, indicating the role of function inlining. The region
formation phase of Hank et al. [14] is designed to run on
a form of the whole program which has been aggressively
inlined in order to remove function call barriers during re-
gion formation. In previous research, we described how the
potentially costly aggressive inlining step can be replaced
by a recursive region formation algorithm that incorporates
a demand-driven inliner [23].

This paper presents a set of inlining heuristics for
demand-driven inlining directed by region formation. In
particular, two heuristics guide inlining: (1) A first-order
heuristic determines the order in which functions are con-



Scanner

Parser

High-level
optimizer

Aggressive
Inliner

Region
Formation

Back end

Profiled code

Region
Formation

Demand-driven
Inliner

High-level
optimizer

Demand-driven

Scanner

Parser

Profiled code

Back end

cal
l

reg
ion

region

call

call

rec
ursi

ve

(a) with aggressive inliner (b) with demand-driven inliner

Figure 1. Compiler phases of two region-based frameworks.

sidered for region formation, and (2) A second-order
heuristic determines whether or not a given function is to be
inlined when a call site is reached during region formation.
We have developed and implemented heuristics for both
first-order and second-order inlining within the Trimaran
ILP compiler [19]. We present the results of an experi-
mental study of different combinations of these heuristics,
comparing their effectiveness as measured by their impact
on compilation and run-time performance.

2. Demand-driven Inlining Heuristics

Function inlining has been a widely researched and ac-
cepted means to enable whole program optimization [4,
5, 10, 16, 17, 18, 20, 21]. In function inlining, function
calls are physically replaced with the complete body of the
called function. Heuristics for deciding the order to con-
sider call sites and whether a given call site should be in-
lined have the goal of achieving a reasonable tradeoff be-
tween the benefits and pitfalls of inlining, given some max-
imum limit set for acceptable code growth. Heuristics can
be based on static program information, run-time profiling
information, or a combination [3, 22].

The design of inlining heuristics must address several
challenging issues: (1) correctness, maintaining semantic
equivalence with the original code, (2) code growth, ensur-
ing that the program size does not grow too large for mem-
ory, (3) compilation time, realizing that large functions cre-
ated by inlining will increase optimization and code gener-
ation time, (4) run-time performance, noting that some call
sites will lead to more opportunity for increased optimiza-
tion than others, and (5) handling of hazards to inlining
such as recursion, where you might not want to prohibit
inlining completely, but need to be concerned with correct-
ness and code growth.

Function inlining has been shown to improve com-
piler analysis and optimization [2, 6], register usage, code
locality and execution speed [6], data flow analysis used to
generate more efficient code in the callee, specialized to its
calling context [2, 3], and to enable easier constant propa-

gation and elimination of redundant operations [6]. How-
ever, inlining can increase register pressure [3, 6, 9], code
size [3, 6], instruction cache misses [2, 3, 6], and compila-
tion time.

In the remainder of this section, we describe the
heuristics that we have considered for demand-driven in-
lining within region formation. First-order heuristics se-
lect the order to consider functions for region formation,
which will affect the order of demand-driven inlining deci-
sions. Because demand-driven inlining within a given func-
tion is considered at call sites as region formation is per-
formed for that function, the order of decisions for demand-
driven inlining follows the flow-directed manner in which
region formation is done over a given function’s control
flow graph. Second-order heuristics determine whether or
not a particular callee is inlined at a call site during region
formation.

2.1 First-order Heuristics

The first-order heuristics we have studied attempt to order
functions from most to least important in terms of optimiza-
tion opportunity. In particular, we examined three possible
first-order heuristics for demand-driven inlining. The most
precise measurement of function importance is actual dy-
namic run-time profiling which comes at the cost of an ini-
tial instrumentation, compilation and execution. Functions
are ordered from highest to lowest percentage of overall
run-time spent in the function, based on profiling informa-
tion.

Static estimates of importance provide less costly
heuristics, but also tend to produce less precise informa-
tion. One heuristic based on static estimates orders func-
tions from most to least number of static call sites within
the function, and within that order from smallest to largest
function size. More importance is assigned to functions
with the highest percentage of call sites compared with
code size. This increases the chance that region forma-
tion will be performed interprocedurally, producing more
scheduling and optimization opportunities, while control-



ling code growth by considering smaller functions before
larger ones.

Another ordering we considered is based on the loop
call weight of a function, assigning more importance to
functions which contain more call sites within loops, and
increased importance for those call sites that are more
deeply nested. The loop call weight is computed as:��������	��
�
�
�����
���� �	���

, where � is the number of call sites
in a function, and

�
is the loop depth weight constant. A

value of 10 is used for
�

to assign an order of magnitude
increase in significance to successive loop depths, since,
intuitively, interior loops consume more execution cycles
than do their enclosing loops.

2.2 Second-order Heuristics

The second-order heuristics attempt to increase instruction
scheduling and optimization opportunities while minimiz-
ing code growth. For correctness, functions where there
are mismatches in the number and types of parameters be-
tween the call site and callee are not inlined. Similarly, we
prevent inlining when the compiler determines that mem-
ory regions associated with arguments to a function may
overlap, using a conservative static approach that includes
preventing inlining when any arguments are pointers.

To avoid high code growth, we prevent inlining once
the the overall code size has increased more than 20%
percent above the original size. A code growth limit of
20% has been shown to minimize unnecessary code growth
while still allowing beneficial inlining [14].

Similarly, we prevent inlining of functions that are di-
rectly or indirectly recursive. While a limited amount of
recursive inlining can produce a result analogous to loop
unrolling, the potential for exponential code growth is high.

Functions that are more frequently executed than a
fixed frequency or with some desired ratio over the fre-
quency of the caller are inlined. Region formation already
uses this second-order heuristic, such that inlined functions
will always be executed at least 50% as frequently as the
seed block of their enclosing region.

Only functions that are less than a static maximum
size are inlined to limit code growth, and functions with
higher call overhead compared with their code size are in-
lined.

3. Experimental Study

3.1 Methodology

Implementation of our techniques and our experiments has
been conducted in the context of the Trimaran compiler,
an integrated ILP compilation and performance monitor-
ing infrastructure [19]. Hank et al.’s region formation [14]
was already implemented in Trimaran. We integrated our
demand-driven region formation algorithm, along with an

Lines of Num. Trimaran Lcode instructions
source of Total Max. Avg.

Benchmark code func. prog. size func. size func. size

124.m88ksim 19092 252 55783 1537 192.7
130.li 7597 357 31552 526 80.9
023.eqntott 3628 62 11738 1507 168.7
026.compress 1503 16 2601 884 151.8
paraffins 388 10 1115 324 104.3
clinpack 313 9 1294 585 182.9
bmm 106 7 538 97 72.3
fact3 48 4 220 79 53.0

Table 1. Benchmark size and function characteristics.

inliner that works at a lower code level than previously im-
plemented. We extended the demand-driven inliner with a
number of new second-order inlining heuristics. The ex-
isting region formation phase was enhanced to encapsu-
late regions into functions so that region-based optimiza-
tion could be performed, and to incorporate additional first-
order inlining heuristics.

We ran our experiments on a suite of eight bench-
marks, four from SPEC (124.m88ksim, 130.li, 023.eqntott,
and 026.compress), one from Netlib (clinpack) and three
that were included in the Trimaran distribution (paraffins,
bmm and fact3). Table 1 indicates the number of source
code lines and function definitions for each benchmark, as
well as the number of Lcode instructions. Lcode is a low-
level intermediate code roughly equivalent to three-address
code.

We investigated several promising combinations of
first-order and second-order inlining heuristics against a
baseline compilation with no inlining, HØ. Table 2 de-
scribes the implemented and evaluated combinations. The
heuristic combinations use various static and dynamic esti-

Heur. Description

H1 Original region-based compilation. Aggressive inlining with
standard code growth limit, then region formation;
first- and second-order inlining heuristics as defined by [14].
1st-order: Run-time profile ordering.
2nd-order: Inlined functions guaranteed to be executed at least
50% as much as seed block in their region.

H2 Demand-driven inlining with simple static heuristics.
1st-order: From most to least number of static call sites, and
smallest to largest function size.
2nd-order: Same as H1, plus only inline if callee size � 25 [13].

H3 Demand-driven inlining with simple static heuristics.
1st-order: Same as H2.
2nd-order: Same as H1, plus prevent inlining direct or indirect
recursion. (Increases number of functions into which inlining is
performed)

H4 Based on loop call weight.
1st-order: Order by decreasing loop call weight, and then small-
est to largest function size
2nd-order: Same as H3

H5 Based on execution cycles.
1st-order: From most to fewest execution cycles, then smallest
to largest function size.
2nd-order: Same as H3.

H6 Based on execution cycles and loop call weight.
1st-order: Same as H5.
2nd-order: Minimum loop call weight of 10 to inline. (Only
inline if contains at least 1 call within at least one loop)

Table 2. Heuristic Combinations.



mations to affect inline ordering and decision making.
H1 is Hank et al.’s method without modification. H2

and H3 replace H1’s 1st-order heuristic with static mea-
surements, assigning higher priority to functions which
have more call sites compared to code size, a fast estima-
tor of greater potential for interprocedural optimization bal-
anced with code growth control.

The 2nd-order heuristic in H1 is extended to control
code growth in H2 with a threshold that limits the size of
functions being inlined, and in H3 by preventing any recur-
sive inlining. This same recursion prevention is used in H4,
while a more accurate static estimator, loop call weight, is
used in the 1st-order heuristic to predict profiling weight.

Heuristics H5 and H6 rely on runtime profile infor-
mation for 1st-order decisions, handling first the functions
which comprise more execution time with less impact on
code size by taking first the functions with more execution
cycles as compared to code size. For 2nd-order heuristics,
H5 uses H3’s recursion prevention, and H6 uses a threshold
based on loop call weight, which limits inlining to func-
tions that have a least one loop and therefore potentially
more execution cycles than a function with no loops.

A static code growth limit of 20% was used for all
experiments [16]. For all heuristics, inlining was pre-
vented in standard ways for parameter type and number
mismatch, and memory region overlaps in parameters to
ensure correctness. After region formation, global opti-
mization passes were applied to the individual regions cre-
ated by the different region formation strategies. Execu-
tion statistics were gathered by running the resulting code
through the Trimaran backend on a simulated 4-wide EPIC
(Explicitly Parallel Instruction Computer) machine with
128k I-cache (12 cycle miss latency), 128k D-cache, 1Mb
L2-cache (4 cycle latency), and a 30 cycle memory latency.
Execution timings where measured in simulated cycles of
execution.

We compared the heuristic combinations by measur-
ing four effects in terms of the percentage change of each
combination versus HØ, computed as: ((HØ - Heuristic)/
HØ) * 100. In particular, we evaluated: (1) code growth,
(2) compilation time, including the time to compile the
source code up through region formation and region-based
optimization, (3) operations per cycle, which measured
how well the scheduler was able to make use of avail-
able processor resources, and (4) execution time which
measured more directly the impact of inlining heuristics
on region formation and region-based optimization, perfor-
mance improvement being a primary goal of any compiler
optimization technique.

3.2 Results and Discussion

The results of our experiments are presented in Tables 3,
4, 5 and 6. For the cases that cause more code growth, ex-
ecution time also improves. The more naive heuristics of
H2 lead to the smallest increases in code size and compi-
lation time, but also do not improve performance as much

Code growth
Benchmark H1 H2 H3 H4 H5 H6

124.m88ksim 7.9 1.1 16.0 14.8 11.9 11.9
130.li 8.4 0.4 7.7 5.9 4.2 4.2
023.eqntott 6.5 0.2 17.8 17.8 15.2 15.2
026.compress 17.3 0.0 23.1 23.1 21.1 21.1
paraffins 30.8 0.0 36.8 33.0 13.3 13.3
clinpack 15.0 3.1 15.4 15.4 15.5 15.5
bmm 21.5 0.0 21.6 18.5 23.3 23.3
fact3 12.0 6.7 17.4 17.4 17.4 17.4

average 14.9 1.4 19.5 18.2 15.2 15.2

Table 3. Percentage change in code growth over HØ.

Compilation time
Benchmark H1 H2 H3 H4 H5 H6

124.m88ksim 4.0 -2.1 27.6 18.4 27.6 27.4
130.li 4.5 0.0 26.8 24.5 25.6 24.9
023.eqntott 1.8 -0.1 2.4 4.8 9.3 7.9
026.compress -8.3 -1.3 -2.8 0.0 5.6 2.8
paraffins 4.8 -4.7 4.8 9.5 2.0 2.0
clinpack 5.6 0.0 27.2 27.2 27.2 23.0
bmm -15.8 -1.5 -5.3 -5.3 -5.3 -5.3
fact3 0.0 7.7 15.4 15.4 15.4 15.4

average -0.4 -0.3 12.0 11.8 13.4 12.3

Table 4. Percentage change in compilation time over HØ.

Ops per cycle
Benchmark H1 H2 H3 H4 H5 H6

124.m88ksim -1.50 -0.50 -0.50 0.00 0.00 0.00
130.li 3.53 0.00 -1.77 -4.70 -4.75 -4.75
023.eqntott 1.89 -1.88 1.89 3.77 1.89 1.89
026.compress -5.37 0.00 -5.37 -5.37 -5.37 -5.37
paraffins 2.67 0.00 0.00 2.67 3.21 3.21
clinpack -0.90 0.00 -0.90 -3.63 -3.63 -3.63
bmm 0.00 0.00 0.96 0.00 0.00 0.00
fact3 0.00 0.00 8.00 8.00 8.00 8.00

average 0.04 -0.30 0.29 0.09 -0.08 -0.08

Table 5. Percentage change in ops/cycle over HØ.

Execution time
Benchmark H1 H2 H3 H4 H5 H6

124.m88ksim -6.13 -1.31 -3.90 -9.22 -9.13 -9.13
130.li -8.49 -2.16 -4.01 -12.53 -12.20 -12.20
023.eqntott -3.17 1.31 -4.02 -6.11 -1.90 -1.90
026.compress -3.11 0.00 -3.11 -3.11 -2.98 -2.98
paraffins -3.26 0.02 -0.19 -3.71 -3.50 -3.50
clinpack -4.83 0.00 4.26 -5.35 -5.35 -5.35
bmm 0.10 0.00 -0.08 -0.23 -0.16 -0.16
fact3 -12.59 -8.39 -16.02 -16.02 -16.02 -16.02

average -5.19 -1.32 -3.41 -7.04 -6.41 -6.41

Table 6. Percentage change in execution time over HØ.



as the other more sophisticated methods. Larger increases
in code growth and compilation time do not always trans-
late to improvements in processor utilization and execution
speed, indicating that bounding code growth is important.

The more scientific codes (124.m88ksim, 023.eqntott,
paraffins, clinpack), tend to benefit the most from increases
in code growth and compilation time (which is also op-
timization and scheduling time) in terms of their proces-
sor utilization and execution time, particularly for the most
advanced profile-estimating (H4) and profile-based (H5 &
H6) methods. Small benchmarks (bmm, fact3), by both
size and number of functions, are less predictable, although
significant performance gains are seen with H3-H6, with
most showing improvement over the original region-based
technique (H1). Benchmarks with more recursion (130.li,
026.compress, fact3) required more compilation time and
gained comparatively less in performance improvements
than the others.

The combination of heuristics in H4 proved consis-
tently to be the most effective at controlling code growth
and compilation time while improving run-time perfor-
mance. The fact that H4 bases inlining decisions on the
static loop call weight, which estimates run-time behavior,
rather than the actual profiling information itself, as in H5
and H6, is significant, indicating that profiling may not be
necessary for making good demand-driven inlining deci-
sions during region formation. Profiling generally is more
precise than static estimates because it directly measures
program behavior at run-time, but requires more overhead
and depends on the data used for the profiling.

4. Related Work

Procedure inlining research is generally the study of heuris-
tics to guide inlining decisions, since inline substitution is
a well-understood and basic compilation technique. The
problem of determining the optimum set of inlines (or
clones) is NP Complete [8]. Thus, extensive research into
inlining heuristics and the factors that bolster or limit its
effectiveness has been performed [1, 4, 5, 7, 10, 13, 16, 17,
18, 20, 21].

Empirical evaluation has revealed that a hybrid inlin-
ing policy that considers inlining either the original and
current versions of a procedure outperforms either of the
two policies alone [18]. It was determined that a greedy
strategy where the original version of a procedure is used
at all inlining steps can be trapped at a local maxima, and
does not produce better results that the other methods.

There is strong experimental evidence that the incor-
poration of profiling information into inlining heuristics to
select most important call sites first is crucial, with inlin-
ing functions ordered most to least frequent [5, 8, 16] the
most common technique. Another variation on using profil-
ing information is to inline functions when their invocation
time is longer than function execution time [8].

Performance also can improve when the compiler can
anticipate the enabling effects of inlining, such as shrinking

optimizations like constant folding through estimation of
the resulting benefits [2], by trial inlining [11], and when
it enables high-payoff optimizations [13]. In a dynamic
optimizing Java compiler, the use of a cost-based inlining
heuristic, using a node-weight scheme on both the static
and dynamic call graph, has been shown to be beneficial to
execution time [3].

The majority of inlining-related research has focused
on developing and evaluating heuristics within a procedure-
oriented compilation system where the unit of compila-
tion is a procedure, as opposed to a region-based compiler
where the unit of optimization is selected and controlled by
the compiler, and inlining plays a key role in region for-
mation. In addition, the techniques were applied as a sep-
arate pass, typically early in compilation, rather than in a
demand-driven setting within a phase of optimization.

Demand-driven analysis [12, 15] has the goal of ap-
plying analysis and other optimizations only when they are
needed, on demand, so that compile time and memory re-
quirements can be managed. For example, if profiling in-
formation is being used during compilation, the compiler
can decide on the fly which procedures it wishes, for ex-
ample, to inline, as it reaches them during the compilation
process. In this way, optimization can be prioritized and
customized based on characteristics of different sections of
code, and compilation time can be better controlled.

5. Conclusions and Future Work

This paper presents the first experimental study of poten-
tial heuristics for demand-driven inlining, which plays a
key role in increasing ILP optimizations within a region-
based compiler. Because inlining is performed on demand
during region formation, the problem is more complex than
a separate inlining pass early in compilation. Based on our
set of benchmarks which includes different sizes, scientific
as well as non-scientific codes, and different degrees of re-
cursion, we have discovered that heuristics based on static
information can achieve as good or even better runtime per-
formance improvements with a region-based compiler than
heuristics based on profiling information. We plan to con-
tinue this work, focusing on the design, integration, and
evaluation of partial inlining within the region-based opti-
mizing compiler framework.
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