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ABSTRACT

Parallel clusters have become common platforms for programmers to achieve

desired runtime performance for applications with high processing demands. Unfor-

tunately, scaling these applications to larger numbers of CPUs for even higher per-

formance gains often fails because the communication overhead increases at a similar

rate. The compiler optimization research group at the University of Delaware has de-

veloped a transformation that can significantly reduce the communication overhead

of a class of parallel MPI programs by restructuring a program towards maximiz-

ing communication-computation overlap. This thesis describes research targeted

to developing a source-to-source optimizer that automates this transformation by

automatically identifying safe transformations and performing the necessary restruc-

turing to pre-push data during computation to exploit the underlying capabilities

of an RDMA-enabled network. The optimizer specifically targets the large commu-

nity of domain scientists that use MPI to implement their parallel algorithms to be

executed on RDMA-enabled network clusters.
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Chapter 1

INTRODUCTION

Clusters of workstations are in common use among engineers and domain

scientists due to their high processing power to cost ratio. The major drawback of

cluster-based parallel computing as compared to using shared memory multiproces-

sors is the network delay induced by the node interconnecting technology of clusters.

Several interconnection technologies [6,17,24] have been developed with the goal of

improving cluster message-passing performance by providing specialized low latency,

high bandwidth networks for clusters. Such technology can theoretically reduce com-

munication latency by overlapping communication with computation by handling

network traffic solely on a network co-processor, freeing the CPU to perform useful

computations.

Unfortunately, most existing scientific codes cannot take advantage of this

capability because they do not utilize the opportunities latent in, but unexploited

by their structure to overlap communication and computation. Most scientific ap-

plications are structured with iterations consisting of a computation loop followed

by collective communication operations to exchange data for the next iteration.

Although this structure is easy to code and exhibits modularity and high maintain-

ability, it prevents communication-improving network technology from being fully

utilized.

To overcome the restrictions imposed by such overlap-näıve code, the code

can be transformed so as to aggressively send data as soon as it is generated within
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the computation loop using non-blocking, asynchronous I/O operations. To accom-

plish this, the computation loop is partitioned into blocks, or tiles, that execute only

part of the maximum number of iterations. At the end of each tile, a subregion of

the whole array is generated, and depending on data dependencies between itera-

tions, a subset of that data will not be altered in later iterations. In the transformed

version of the code, an asynchronous send operation is initiated at the end of each

tile to transfer the data that is finalized. This optimization could be described as

“pre-pushing”, as it is similar to prefetching, only in the reverse direction.

Danalis et al. [9] have evaluated the potentially achieved performance gains

of this pre-push transformation, by identifying applications that could potentially

benefit from the transformation, and performing the transformation manually. From

the results of the study, it is clear that after applying the transformation, near

maximum communication-computation overlap is achieved, significantly reducing

communication overhead in comparison to the original code.

Although the pre-push transformation can be performed by an experienced

programmer, there are several reasons to build an automated system.

1. Asynchronous communication can be difficult to program, particularly when

many processors are involved and each one has several outstanding messages

at all times.

2. The optimal value for the tile size has to be recomputed (or rediscovered

through extensive profiling) every time the code changes, or the cluster CPUs

or network changes.

3. The suggested transformations have a negative impact on the maintainability

of the code and in the case where low level communication primitives (eg.,

Myrinet’s GM) are used, portability is also affected.
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4. Having an automated system perform the transformation opens the optimiza-

tion to a wider audience of applications such as legacy codes, and those whose

programmers are unaware of the optimization.

Using an automated system, programmers can develop and maintain the simple,

original code, while the cluster executes the complex but efficient form.

Given the motivation for automating the transformation process, this the-

sis presents original research on a source-to-source transformation system which

can automatically optimize an application by analyzing its source code, identifying

opportunities for communication-computation overlap, and replacing the existing

communication with optimized communication, while preserving correctness. The

optimization is source-to-source so that the output optimized source code can be fed

into the latest optimizing compiler for any given architecture, to complement the

communication-computation optimization with traditional optimizations. To target

the scientific applications that could most benefit from the optimization, the im-

plementation targets applications written in Fortran 90 using MPI communication.

Significant research has focused on optimizing communication latency but none can

handle explicitly parallel codes written using MPI, as these pose extra challenges.

The ability to optimize explicitly parallel applications written using MPI makes our

approach different from all the related studies that try to improve communication

latency in cluster environments.

The following chapter describes the pre-push transformation, in preparation

for Chapter 3, where the techniques developed to automate the transformation are

presented. Chapter 4 describes the prototype implementation of the transformation

system, Chapter 5 provides an overview of related work, and finally Chapter 6 closes

with conclusions and suggestions for future work.
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Chapter 2

A TRANSFORMATION TO IMPROVE

COMMUNICATION-COMPUTATION OVERLAP

The transformation described in this chapter reduces the communication la-

tency of explicitly parallel, message-passing scientific codes executing on clusters by

restructuring code to provide opportunities for communication-computation over-

lap. This “pre-push” transformation, developed by Danalis et al. [9] was empirically

proven to significantly reduce the runtime of two real-world scientific applications.

2.1 Cluster Architecture

Clusters are composed of a set of workstations (nodes) which communicate

with each other by sending messages to each other across a node interconnection

network. Programs executed on clusters are written in a message-passing style,

where explicit communication directives orchestrate the sending and receiving of

data amongst peer nodes. Although clusters are relatively inexpensive, they have

the downside of high communication latency which is an impediment to their scal-

ability, and a detriment to overall performance. One of the keys to reducing com-

munication latency is the effective utilization of technologies to remove the burden

of communication from the main processor, or CPU.

One enabling technology for this effort is memory-mapped network interfaces,

such as cluster interconnects like Myrinet [6], Infiniband [17] or Quadrics [24], which

are in wide use now and support the necessary functionality. In memory-mapped
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networks, the data can be transferred from the main memory to the network interface

and back, through the use of DMA. This mechanism relieves the host CPU from the

responsibility for moving data from memory and eliminates the need for unnecessary

copying from user buffers to kernel buffers. It has been argued [20] that efficient

communication is achieved even if the kernel plays a role in the transfer, as long as

the data can be DMAed directly from the user buffers to the network card.

Although such technology exists, few scientific applications have been writ-

ten with structure that utilizes the potential of RDMA-enabled networks. Most

scientific applications execute blocking communication operations, which wait until

the communication completes before returning to the main computation. By using

blocking communication calls, the capability of the network co-processor to perform

communication while the CPU proceeds with the computation is wasted. Later in

this chapter, we present a transformation that replaces blocking with non-blocking

communication so that this untapped potential can be utilized.

2.2 Message Passing with MPI

The Message Passing Interface (MPI) [21], is a standardized, platform-independent

library of message-passing subroutines. It is intended to increase the portability of

message passing codes by creating a layer of abstraction above the platform-specific

communication primitives used to pass messages. The techniques presented in this

thesis are applicable to all message-passing code; however, only message-passing

codes written using MPI are discussed herein to promote consistency and concrete-

ness and because they are the target of the prototype implementation described in

chapter 4.

With MPI, each node executes the same exact program; however, each node

may branch differently, based upon its rank which is its unique positive integer

identification number. Each node determines its rank by calling MPI COMM RANK
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(Table 2.1), and determines the total number of nodes, NP , executing the program

by calling MPI COMM SIZE (Table 2.2).

MPI COMM RANK(comm, rank, IERR)

comm communicator (handle)
rank number of processes in the group of comm
IERR error code

Table 2.1: MPI COMM RANK

MPI COMM SIZE(comm, size, IERR)

comm communicator (handle)
size number of processes in the group of comm
IERR error code

Table 2.2: MPI COMM SIZE

The simplest way to communicate involves the sender calling MPI SEND to

send the contents of an array to another node, which calls MPI RECV to receive.

However, many MPI codes, specifically ones that are the target of this study, use

collective communication to communicate with all other nodes using a a single

procedure call. The type of collective communication call targeted in this the-

sis is MPI ALLTOALL (Table 2.4). An array, As, of size N being exchanged using

MPI ALLTOALL is divided into NP equal-sized partitions, where NP is the number

of nodes. When MPI ALLTOALL is called, each node, for all k, 0 ≤ k < NP , sends the

kth partition, beginning at memory offset k× N
NP

to the kth node. In this way, data

is exchanged by all the nodes, and the resulting array Ar contains the kth partition

from the kth node.

MPI ALLTOALL is synchronous and blocking, meaning that a call to it does

not return until matching calls to MPI ALLTOALL have been executed by the other
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nodes, and all communication has completed. Synchronous, blocking communica-

tion is contrasted with asynchronous, non-blocking communication, which allows

communication to be overlapped with computation. MPI ISEND and MPI IRECV,

which implement asynchronous, non-blocking communication allow computation to

proceed while communication is handled independently by the network co-processor.

MPI ISEND sends the data to the receiving node, but does not wait for the receiving

node to execute the corresponding receive call, or for the send buffer to be sent to the

receiver. Thus, execution of the program can continue as soon as a send or receive

is initiated. At some point, before the communicated data is to be used, we must

confirm that initiated sends and receives have completed, by calling MPI WAITALL

(Table 2.3). In the program transformation described in this thesis, we replace col-

lective communication calls to MPI ALLTOALL with non-blocking calls to MPI ISEND

and MPI IRECV.

Asynchronous, non-blocking communication can also be achieved using one-

sided I/O, in which one side, the sender, is responsible for transferring data. Using

the address of the receive array on the receiver’s machine, the sender writes directly

to the receive array. The receiver can check to see if the transfer has completed,

but no corresponding receive operation needs to be initiated. This communication

model allows for more flexibility and reduced communication latency. The details

of one-sided communication are omitted because in this thesis, we focus on asyn-

chronous, non-blocking I/O using MPI, although the techniques presented can be

easily extended to incorporate one-sided communication.

2.3 Overlapping Communication and Computation

Explicitly parallel, message-passing codes often perform some computation

inside a loop, aggregating the results in an array, and then sending the aggregated

results to other nodes. Using this traditional “compute and then communicate”

structure, the execution time is τtr where τtr = τcomp + τcomm. If somehow the
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MPI WAITALL(count, requests, status, IERR)

count size of requests array
requests array of requests (handle)
status status of request
IERR error code

Table 2.3: MPI WAITALL

MPI ALLTOALL(sendbuf, sendcount, sendtype, recvbuf

recvcnt, recvtype, comm, IERR )

sendbuf starting address of send buffer (choice)
sendcount number of elements to send to each process (integer)
sendtype data type of send buffer elements (handle)
recvbuf address of receive buffer (choice)
recvcount number of elements received from any process (integer)
recvtype data type of receive buffer elements (handle)
comm communicator (handle)
IERR error code

Table 2.4: MPI ALLTOALL

communication can be overlapped with the computation, that is, if the commu-

nication can be made concurrent with some computation, execution time can be

reduced, and this time is given by τover where τover = max(τcomm, τcomp). Ideally,

when τcomp > τcomm, τcomm is totally hidden by τcomp, so τover = τcomp, which is

the theoretical minimum, and represents perfect overlap. However, in practice,

τcomp < τover ≤ τtr since there is always some overhead incurred in initiating send

operations, and there are also leftover elements that need to be sent synchronously

after all computations are complete.

For communication to be overlapped with computation, there needs to be

some computation that can proceed after the send has been initiated, while it is

being completed by the network co-processor. To preserve correctness, the send
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operation must begin after the sender has generated the data, and finish before the

receiver needs to use the data. Therefore, the communication needs to be placed

with care. If placed too early, data will be sent before it is finalized, and if too late,

old values of the array will be used by the receiver. Simply changing the original

communication calls to their non-blocking analog is usually incorrect, since received

data is often used immediately upon its receipt.

2.4 The Pre-Push Transformation

In order to provide the opportunity for communication-computation overlap

and to satisfy the requirement that data be sent “not too early, but not too late”,

we restructure code so that data is “pre-pushed,” or sent as it is generated, before it

is needed. The transformation restructures code so that for every tile (subset) of the

array that is generated, a non-blocking send is initiated, which is then completed by

the network co-processor, while the CPU continues computing the next tile of the

array. Also, a non-blocking receive to match each send is initiated by the receiver

for each tile, when using two-sided communication. Note that pre-pushing data

only allows the level of overlap to approach its theoretical maximum if the time

to compute a tile exceeds the time to communicate a tile, effectively hiding the

communication latency.

In general, to restructure code to pre-push results of its computation, we must

first determine the three following pieces of information by analyzing the program

code.

1. The computation loop(s) that write(s) to the array being sent, since it/they

will be restructured to pre-push results.

2. The receive operation(s) corresponding to each send operation, since both the

send and the receive must be transformed in concert.
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3. The point in the receiver’s execution where the receive array is done being

used before the original receive operation. The sender cannot write to the

receive array until this point is reached, or else values about to be used may

be overwritten, resulting in incorrect results.

The last two pieces of information, in general, are difficult and in some cases impossi-

ble to determine automatically. The ability to determine these values automatically

for arbitrary codes would make for a more generally applicable optimization, but

is beyond the scope of this thesis, and is the subject of future research. Therefore,

we restrict the optimization to a very specific, although common, communication-

computation pattern, in order to make automating the transformation feasible. This

pattern is described in the next section.

2.5 Transforming Scientific Codes

Scientific codes can be analyzed relatively easily, having regular structures

with simple array access patterns. Many scientific codes contain frequently executed

sections consisting of a double-nested loop in which the inner loop performs some

heavy computation to compute an array of values which is then exchanged using

MPI ALLTOALL at the end of each iteration of the outer loop. This communication-

computation pattern is the domain on which our current transformation is focused.

More specifically, the transformation is applicable to a communication-computation

pattern, where the communication is accomplished using a call to MPI ALLTOALL

that is definitely executed by all nodes after a single computation loop that all

nodes definitely execute to compute the values of an array to be sent. Figure 2.1

shows an abstract target code fitting the pattern described above.

To ensure that the MPI ALLTOALL call is executed by all nodes, it must not

be in the body of any conditionals, which are typically used to have different nodes

execute different statements. It may seem that any call to MPI ALLTOALL is executed
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integer As(1:NX)

integer Ar(1:NX)

...

do iy=1, NX !outer loop

do ix=1, NX !inner computation loop nest

...

As(ix) = ...

enddo

...

!sends As and receives into Ar

call blocking-collective-commn(As,Ar)

enddo

Figure 2.1: Abstract target pseudocode

simultaneously by all nodes, because when one node calls MPI ALLTOALL, it does not

return until all other nodes also call it. However, it is possible for nodes to execute

different calls to MPI ALLTOALL, that are just matched due to their coincidence in

time and argument values.

In the general case, there may be more than one computation loop which

finalizes values of the array to be transmitted. Each of several loops preceding the

communication might finalize disjoint subsets of the array. Although the possibility

of having multiple computation loops correspond to a single communication exists,

in this thesis, we only consider cases where there is only one computation loop that

all nodes execute prior to communication. This allows us to assume that the sender

and receiver are executing the same computation loop. If the sender and receiver are

executing the same computation loop, after tiling the computation loop, the sender

and receiver are synchronized at the start of each tile, so that the receiver knows

which tile to receive. This knowledge is needed if the original communication is

being replaced by two-way communication (as opposed to one-way communication,

where the receiver needs no information about what it is about to receive). Also,
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by knowing what section of code the receiver is executing when the sender is pre-

pushing data in its computation loop, knowledge of whether the receive array is in

use between the time of the first pre-push and the communication can be determined

easily. As long as there are no uses of the receive array in the computation loop, it is

guaranteed that it is safe to send into the receive array. In the case when the receive

array is used in the computation loop, the pre-pushed data must be received into a

newly introduced temporary array, which has to be copied to the receive array before

the time of the original communication. If this extra copy needs to be introduced,

the extra cost of copying will reduce the benefit of overlapping communication and

computation, although as long as local memory copying is cheaper than network

transfers, there should still be some benefit.

Two real-world parallel scientific codes containing instances of the target

pattern are described here to provide a more concrete idea of the set of codes to

which our optimization can be applied. These two codes are used in the empirical

study described in Section 2.6. The first application, which we call magnet [11], was

developed by physicists to investigate magneto-hydrodynamic turbulence through

spectral methods. The second application, which we call visco [15], was developed by

chemical engineers to simulate viscoelastic turbulent flow in a channel. Despite the

differences in the structure, functionality, and programming styles of magnet and

visco, the transformation is performed similarly. In both cases, the original code

contains loops executing (one or two dimensional) FFT using the FFTW library.

Because FFTW is one of the most common libraries used in scientific codes, and

calling subroutines of FFTW usually results in code characteristic of our input

pattern, we are confident that there are many existing codes to which the pre-push

optimization is applicable.

Figure 2.2 shows a segment of the original code for visco. As can be seen, a

computation kernel (real-to-complex FFT) is being executed in a doubly nested loop.
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!C−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
!C FOURIER TRANSFORM IN X DIRECTION; SCALE BY 1/NX AFTER Z TRANSFORM
!C AND PREPARE ARRAY CAT2 FOR ALLTOALL BETWEEN X AND Z
!C−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
DO IZ = 1, (NZ/NPROC)
    DO IY = 1, NYP
        CALL REAL_TO_COMPLEX( REAL_IN=AP(:,IY,IZ), COMPLEX_OUT=A3 )
        DO IX = 1, (NX/2)
            IPROC  = (IX−1)/((NX/2)/NPROC)
            IXEFF  = IX − IPROC*((NX/2)/NPROC)
            CAT2(IXEFF,IY,IZ,IPROC+1) = A3(IX)
        ENDDO
    ENDDO
ENDDO
!C−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
!C    ALLTOALL BETWEEN X AND Z TRANSFORM
!C−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
NT = NYP*(NZ/NPROC)*((NX/2)/NPROC)
IF ( NPROC > 1 ) THEN
    CALL MPI_BARRIER( MPI_COMM_WORLD, ERR )
    CALL MPI_ALLTOALL( CAT2(1,1,1,1), NT, MPI_DOUBLE_COMPLEX, &
         CAT(1,1,1,1), NT, MPI_DOUBLE_COMPLEX, MPI_COMM_WORLD, ERR )
ELSEIF( NPROC == 1 )THEN
    CAT = CAT2
ENDIF
!−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
!FOURIER TRANSFORM IN Z DIRECTION
!FIRST REORDER A2(IZ,...)
!FOR REALITY ZERO OUT HIGHEST MODE IN Z DIR (THIS MODE HAS NO
!COMPLEX CONJUGATE AND MAY THEREFORE CAUSE NUMERICAL INSTABILITIES)
!−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
DO IX = 1, ((NX/2)/NPROC)
    DO IY = 1, NYP
        DO IZ = 1, NZ
            IPROC = (IZ−1)/(NZ/NPROC)
            IZEFF = IZ − IPROC*(NZ/NPROC)
            AUX(IZ,IY,IX) = CAT(IX,IY,IZEFF,IPROC+1)
        ENDDO
        CALL COMPLEX_TO_COMPLEX( SIGN=−1, N=NZ, INOUT=AUX(:,IY,IX) )
        AUX(NZHP,IY,IX) = DCMPLX(0.0D0,0.0D0)
    ENDDO
ENDDO
!−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
!CHEBYSHEV TRANSFORM IN Y−DIRECTION
!AND SCALE FOR X AND Z TRANSFORM BY 1 / (NX*NZ)
!−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
DO IX = 1, ((NX/2)/NPROC)
    DO IZ = 1, NZ
        A1 = AUX(IZ,:,IX)*OONXZ
        CALL CFCTMLT( A1=A1, A2=AS(:,IZ,IX), IS=−1 )
    ENDDO
ENDDO

Figure 2.2: Original code for visco

The resulting data is being packed into a new array, exchanged with all the peer

nodes, and transposed upon arrival into a new array; then computation proceeds

(with FFT being executed on the other dimensions).

To demonstrate the result of the transformation, Figure 2.1 shows an abstract

target code before being transformed, and Figure 2.3 shows the same code after

transformation. Sorting [1], LU Factorization [10], Finite differences, and multi-

dimensional FFT constitute examples of algorithms fitting this abstract form, and

can be transformed to exploit tile pipelining.
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integer As(1:NX)

integer Ar(1:NX)

...

do iy=1, NX !outer loop

do ix=1, NX !inner computation loop nest

...

As(ix) = ...

wait for communication of previous tile to complete

if(ix mod K == 0) then

to=...

size=K

call non-blocking-send(As(. . .),size,to,...)
...

call non-blocking-recv(Ar(. . .),size,from,...)
endif

enddo

...

enddo

Figure 2.3: Abstract target pseudocode after transformation

The tiling of the computation loop nest is controlled by the parameter K

and the level of nesting of the tile loop, in which the non-blocking communication

is placed. As can be seen in Figure 2.3, K controls the number of iterations of

the tile loop per tile. Determining the optimal tile size is not a trivial task, and is

best performed by an automated system, since the value may change as applications

migrate across platforms.

2.6 Evaluating the Transformation

Danalis et al. [9] manually transformed the two scientific applications, visco

and magneto, using each of the following communication strategies.

1. MPICH-GM ALLTOALL - The MPI ALLTOALL() collective communication func-

tion is used to perform the communication after the entire computation of the
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inner loop, as shown in Figure 2.1. The MPI implementation is MPICH-GM,

which uses the advanced features of the hardware (e.g., RDMA). This com-

munication strategy is the control of the experiment, representing the original,

unoptimized code.

2. MPICH-GM ISEND - The computation is reorganized into independent tiles and

communication is performed in every tile, as shown in Figure 2.3. The com-

munication primitives are the non-blocking MPI ISEND() and MPI IRECV()

and the MPI implementation is MPICH-GM. This strategy tests the effects of

communication-computation overlap using non-blocking MPI communication

calls.

3. Custom Library, one-sided I/O - The program is structured similar to

scheme 2, but the communication is handled by a low level library built di-

rectly on top of GM and providing one-sided I/O. This strategy tests the effects

of communication-computation overlap combined with elimination of some of

the inefficiencies due to the abstraction of MPI.

Experiments were performed varying several parameters, in order to com-

pare their relative significance. In particular, for every communication strategy, the

number of processors (NP ), the tile size (K), and the problem size were varied. The

execution time was the dependent variable measured in each trial. The experiments

were run on a cluster of 20 machines connected with a Myrinet network.

Figure 2.4 shows the execution time of visco using the different communica-

tion strategies as the number of nodes increases, normalized to the execution time

where no communication takes place (i.e., when only one node executes the pro-

gram). Figure 2.5 displays the data for a larger problem size. From the two graphs,

it is clear that overlapping communication and computation reduces runtime sig-

nificantly, and the effect is consistent as the number of nodes increases, and as the
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Figure 2.4: Visco, Problem size: 240x480x48 complex numbers ≈ 84MBytes
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Figure 2.5: Visco, Problem size: 960x480x48 complex numbers ≈ 337MBytes

problem size increases. Additionally, Figure 2.6 demonstrates that execution time

of visco varies widely as K is changed, but it seems to fit a pattern. A model is

being developed to predict which values of K will result in the lowest run time.

Since the results using magnet were similar to visco, they are not shown. With the

pre-push optimization yielding such successful results, it is clear that developing a

system capable of automating the transformation is worthwhile.
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Figure 2.6: Effect of tile size (K) on performance of visco
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Chapter 3

AUTOMATING THE TRANSFORMATION

In this chapter, we describe an automated approach to perform the pre-push

transformation given in the last chapter.

3.1 Overview

The following steps provide an overview of the process by which the transfor-

mation is automatically applied. The details for each step are given in subsequent

sections, which are referenced in this overview. Figure 3.1 shows a very simple

example of code before transformation, and Figure 3.2 shows the same code after

transformation. Note that the code in Figure 3.2 does not demonstrate all features

of the transformation, but is rather kept simple. Later examples demonstrate all

aspects of the transformation.

integer As(1:9)

integer Ar(1:9)

...

do ix = 1, NX !ℓ
...

Af
s(ix) = ...

enddo

...

call MPI ALLTOALL(As,NX,...,Ar,NX,...) !C

Figure 3.1: Example: Code Before Transformation
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1. Perform analysis to enable symbolic expression comparison throughout the

program, which is used in some of the following steps. (Section 3.2)

2. Generate the set of all potential transformation tuples, tuples, which represent

all the opportunities for transformation. Each tuple contains: a call, C, to

MPI ALLTOALL, a send array As, a receive array Ar, a loop nest, ℓ, and the

kind of computation (described later). ℓ is the loop that finalizes (writes to

for the last time) As before C. (Section 3.3)

3. For each transformation tuple, find the array use Af
s (i1, i2, . . . , in), where

i1,2,...,n are index expressions, that has no output dependences on it. During

the runtime of ℓ, Af
s refers to the value of the element most recently finalized

(written to for the last time). (Section 3.4)

4. For the finalizing array referenceAf
s (i1, i2, . . . , in), convert all index expressions

to canonical form. (Section 3.5)

5. For each loop ℓk, 1 ≤ k ≤ m, nested in and including ℓ, where ℓ1 is the

outermost loop of the loop nest ℓ, and ℓm is the innermost loop surrounding

Af
s , perform array access analysis on Af

s . This analysis determines the size of

the blocks of contiguously accessed array elements, or blocks, written during

the runtime of ℓk, denoted size(ℓk,A
f
s), and a set of the offsets of the blocks,

denoted offsets(ℓk,A
f
s ). (Section 3.5)

6. Based on the array access analysis, choose a loop within the loop nest to split

into tiles, ℓt, and the number of iterations of ℓt per tile, K, that gives the best

performance. (Section 3.6)

7. If there is a loop, ℓcopy, that copies an array temporarily holding intermediate

results, At, to As, remove ℓcopy, and treat At as As. (Section 3.9)
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8. Generate a communication loop nest ℓcomm, which iterates through all o ∈

offsets(ℓt,A
f
s ) and contains non-blocking communication calls to transmit

size(ℓt,A
f
s ) elements from As(o). (Section 3.8)

9. At the end of the body of ℓt, insert an if statement that executes every K

iterations, containing ℓcomm. This if statement initiates the exchange of each

tile.

10. Insert a blocking call to wait for all outstanding receives from the previous tile

to complete, before the if statement inserted in the previous step.

11. Insert code, to exchange any leftover elements not sent by the last tile, which

result from K unevenly dividing the number of iterations of ℓt.

12. Insert code, after ℓ and before C to wait for the arrival of the last blocks of

data after the end of ℓ.

13. Remove C, the original communication.

3.2 Symbolic Expression Comparison

Several stages of the automation process rely on the ability to compare two

expressions symbolically to determine their relative magnitude. A simple example of

this would be if we needed to determine (at compile-time) that the expression x is less

than the expression x×x during the runtime of the program. If we can guarantee (at

compile-time) that 1 < x <∞, then we can infer that the expression, x, is less than

the expression, x × x. In cases where the expressions being compared only involve

constants, it is possible to propagate the constants, evaluate the expressions and then

compare them numerically. However, we cannot assume that every expression only

uses constants. Fortunately, by using expression propagation, range propagation and
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parameter NX=9

integer As(1:NX)

integer Ar(1:NX)

integer reqNum

integer requests(2*1)

integer K=3

...

do ix = 1, NX !ℓt

...

Af
s(ix) = ...

reqNum=0

if(ix mod K == 0) then

to=(ix*NX)/NP

size=K

if(ix > K) !after first tile

call MPI WAITALL(2*1,requests(1),stat,err)

endif

reqNum=reqNum+1

call MPI ISEND(As(ix−K + 1),size,...,to,...,requests(reqNum*2+1,...)
reqNum=reqNum+1

call MPI IRECV(Ar(ix−K + 1),K,...,from,...,requests(reqNum*2+2,...)
endif

enddo

call MPI WAITALL(2*1,requests(1),stat,err)

Figure 3.2: Example: Code After Transformation

algebraic simplification, we can often compare expressions symbolically at compile-

time. Blume and Eigenmann have developed algorithms using such techniques to

perform symbolic expression comparison [5], and have implemented these algorithms

in the Polaris compiler [4]. The details of symbolic expression comparison are beyond

the scope of this thesis; however, we assume that expressions can be compared

symbolically hereafter.
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3.3 Identifying Opportunities for Transformation

Before any transformations can be performed, we must first identify all op-

portunities for semantics-preserving transformation. Once again, the transformation

is applicable to transformation tuples, which consist of:

• C, a call to MPI ALLTOALL which is not in the body of any conditional state-

ments

• As, the array sent by C, which is the 1st argument to C.

• Ar, the array received by C, which is the 4th argument to C.

• ℓ, the loop nest which finalizes all elements in As, before C. ℓ is the last loop

nest that is a mutator of As that lexically precedes C. Determining whether a

loop nest is a mutator of As is discussed in Section 3.3.1. Just like C, ℓ must

not be in a conditional statement. Since ℓ is not in a conditional statement,

and lexically precedes C, it is guaranteed that ℓ is always executed before C.

With this guarantee, it is correct to pre-push data from inside ℓ, since we know

that ℓ is finalizing the data in As before C is called.

• The way in which the computation of As is performed which is either: Intra-

Loop Direct, Inter-Procedural Indirect, or Inter-Procedural Direct. These

terms and how to determine the kind of computation is discussed in Sec-

tion 3.3.2.

3.3.1 Mutator Loops

A loop nest, ℓ, which is a mutator of As can mutate, or write to, As. The

determination of whether ℓ is a mutator of As is decided on the basis of which of the

following three cases holds, after inlining any procedures called in ℓ that are defined

within the program being transformed.
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Case 1 As is on the left hand side (LHS) of an assignment. Therefore, ℓ is a
mutator of As.

Case 2 There is no reference to As. Hence, ℓ is not a mutator of As.

Case 3 As is passed as an argument to a procedure, P, which is called in ℓ. We
must inspect P to see if it mutates As. Just because As is passed to P does
not guarantee that it is written by P. In a language where parameters can be
marked as constants and programmers always mark parameters as constants
when appropriate, or be marked as being passed-by-value, P does not need to
be inspected. However, we cannot rely on the programming language providing
such constructs, or on programmers always using them. Therefore, we break
case 3 into two subcases.

Case 3a If there are no other loops mutating As preceding C, then it is clear
that ℓ is a mutator, since there is nowhere else that As could have been
written before being sent.

Case 3b Otherwise, there are other loops mutating As that precede C. In
this case, it is impossible to determine without user intervention whether
ℓ mutates As. Fortunately, it is unlikely for this case to occur in parallel
scientific codes. In an actual implementation, an error message could be
emitted and the user could be asked to verify whether ℓ mutates As.

3.3.2 Kind of Computation

Once it is determined that ℓ is the final mutator loop nest of As, we need to

determine where and how the bulk of the computation performed in generating the

contents of As takes place. The transformation is performed differently depending

on the kinds of computation, which are as follows.

Intra-Loop Direct As seen in Figure 3.3, As appears on the LHS of an assignment
statement where the right hand side (RHS) is not an array reference, but
rather either a scalar reference, a binary arithmetic expression, or a function
call. In this case, the computation must be located in ℓ, and the results of the
computation are directly written into As.

Inter-Procedural Indirect As demonstrated in Figure 3.4, As appears on the
LHS of an assignment statement where the RHS is a different array, At. At

is passed as an argument to P, a procedure called before the assignment.
Because P is inside a loop, it computes part of the results that are needed for
As in each iteration. The assignment statement is contained in a loop, ℓcopy,
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do ix = 1, N !loop nest ℓ
As(ix) = ...

enddo

Figure 3.3: Example: Intra-Loop Direct

succeeding P, which copies or transposes At to As. The computation takes
place in P, but since it is stored in a temporary array At and then copied or
transposed to As, the computation of As is indirect. The goal of Section 3.9 is
to remove ℓcopy, and directly send the contents of At, as this is more efficient.

do iy = 1, N !loop nest ℓ
call P(..., At)

do ix = 1, N !ℓcopy

tx = ix/X

ty = ix/(X*X)

As(tx,ty,iy) = At(ix)

enddo

enddo

Figure 3.4: Example: Inter-Procedural Indirect

Inter-Procedural Direct In codes similar to that in Figure 3.5, As is an argument
to a procedure, P, which computes part of the contents of As each time it is
called. The computation of As is direct and is located in P. Since this kind
of computation is uncommon in scientific codes, we omit its consideration in
the rest of this thesis, to simplify the exposition.

do iy = 1, N !loop nest ℓ
call P(..., As(...,iy))

enddo

Figure 3.5: Example: Inter-Procedural Direct
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3.4 Array Dependence Analysis

For a given transformation tuple, where ℓ is the computation loop nest, it

is our goal to determine which parts of the send array, As, can be safely sent at

some time, t, in the run time of ℓ. If an array reference, A2
s, at time t2, overwrites

elements previously written at time t1 by another array reference, A1
s, then the

element referenced by A1
s is unsafe to send between time t1 and t2, as it will be

written to again at time t2. By sending at t, t1 ≤ t ≤ t2, the send would be

premature, leading to incorrect results.

Using array dependence analysis, it is possible to systematically determine

whether the element referenced by a given array reference is safe to send. There

are several different types of data dependence relations; the one relevant to this

discussion is the output dependence relation.

Output Dependence [32] If any elements accessed by an array reference are
assigned in one statement s1 and reassigned in a subsequently executed state-
ment s2, s2 is output dependent on s1, which is written as s2 δo s1.

do iy = 2, N !ℓ
As(iy) = ... !s1

As(iy-1) = f(As(iy-1)) ... !s2

enddo

Figure 3.6: Example: Output Dependence

To test whether the value that is referenced by some assignment to As, s,

is safe to send, we check that none of the other assignment statements to As are

output dependent on s1. Let S be the set of all assignments to As in ℓ. As long

as we assume that all s ∈ S reference the same set of elements by the end of the

execution of ℓ, there will be exactly one assignment statement, sf , such that for all

other s ∈ S, s 6 δo sf . Since we make that assumption, the array reference that
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is safe to send is the one on the LHS of sf , which is such that for all other s ∈ S,

s 6 δo sf . This finalizing array reference is denoted Af
s . Figure 3.6 depicts the output

dependence s1 δo s2. In this case, since s2 6 δ
o s1, A

f
s = As(iy − 1).

The techniques for determining the data dependences in ℓ are beyond the

scope of this thesis, but an excellent source of information on the topic is contained

in Wolfe, 1991 [32].

3.5 Array Access Analysis

Using the techniques of the previous section, we can determine which array

reference has no output dependences on it. This array reference, Af
s , represents

the latest element to have been finalized in ℓ, which is thus safe to send. At this

point, it is correct to transform the program so that each element referenced by

Af
s is sent one at a time, as each is generated. Although correct, it is desirable

for reasons of efficiency to aggregate these single element sends into fewer, larger

send operations. Since a send operation can only transfer one contiguous block of

elements at a time, and Af
s may have been written in several disjoint contiguous

blocks during the execution of the last tile, we need to find the set of contiguous

blocks of array elements written to Af
s .

To do so, we use array access analysis, which in general, produces descriptions

of various levels of accuracy and detail of the region of an array accessed by an

array reference. Previous research by other authors has developed techniques for

performing array access analysis. A good overview of the techniques is contained

in Paek, Hoeflinger and Padua [22]. Most existing methods are too complicated for

our purposes, providing precision that may be useful in certain cases, but that make

developing and implementing the rest of our techniques too burdensome. We use

the simplest, most course-grained access representation, known as a partial triplet,

since it is adequate for our purposes and is easy to implement. A partial triplet just

contains the symbolic upper and lower bound of an index expression. We formulate
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our access analysis in such a way that is amenable to tiling, extend it to aggregate

accesses into contiguous blocks so that we can generate communication from it,

and combine it with a variation of index traversal order, which was first defined in

Balasundaram and Kennedy [2].

In order to find which of the m loops nested in ℓ, if made the tile loop, gives

the best performance, we need to analyze each loop ℓk,1≤k≤m nested in and including

ℓ, since the contiguousness of the array access region changes for each ℓk, and this

changes the number of send operations required.

Before array access analysis can be performed, the array reference is put into

a canonical form, in order to simplify the analysis of each index expression. Although

it is possible to perform the analysis directly on the original array reference, doing so

complicates the exposition. Additionally, if we were instead to perform the analysis

directly, any shortcomings of the process for converting to canonical form would

be carried over to the analysis stage, so no power is lost by first converting to

canonical form. To be in canonical form, every index expression, ik,1≤k≤n, of Af
s

must contain only constants, loop invariant variables, and loop induction variables.

This means that variables whose values vary during the runtime of ℓ, but are not

loop induction variables cannot be in ik. If there are any such computed variables

in the index expression, demand-driven expression propagation must be performed.

The only time it is impossible to do expression propagation is when there is a cycle

in the data dependence graph. This situation is unlikely to occur, but if it does,

the programmer of the code must manually transform it to the canonical form. An

example of converting to canonical form is given in Figure 3.7.

3.5.1 Index Expression Bounds

After putting the index expression Af
s (i1, i2, . . . , in) into canonical form, we

construct the symbolic expressions representing the upper and lower bounds of the

values of the index expressions during the execution of ℓk. We use these bounds
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! Original

do iy = 1, N !loop nest ℓ
do ix = 1, N

a = ix

b = iy + a

Af
s(a,b,1) = ...

enddo

enddo

! Canonical Form

do iy = 1, N !loop nest ℓ
do ix = 1, N

Af
s(ix,iy+ix,1) = ...

enddo

enddo

Figure 3.7: Example: Before and After Converting to Canonical Form

to infer which elements of As have been written during the execution of ℓk, whose

values are the ones that can be sent.

The upper and lower bounds are denoted by u(ℓk, i) and l(ℓk, i), respectively.

But first, we must construct the upper and lower bounds of each variable that the

index expressions use. There are three different types of variables that remain in

index expressions after converting to canonical form; the way to construct their

lower and upper bounds, is as follows.

• Invariant: i is defined outside the scope of ℓk, which guarantees that it is

invariant, or never changes, during the runtime of ℓk. The lower and upper

bounds of the index expression are both i since i’s value is invariant.

• Tile Induction: i is the loop induction variable of ℓk, which is the loop that is

potentially being split into tiles. The upper bound is represented by i because

it is the current value of i, and we are assuming that induction variables are

only incremented forward. Since K is the number of iterations of the tile loop
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per tile, the upper bound of the previous tile is i−K. By adding one to the

upper bound of the previous tile, we have the lower bound of the current tile

which is i−K + 1.

• Intra-Tile Induction: i is the induction variable of a loop ℓj,k<j≤m, that is

nested inside the potential tile loop. Therefore, all values between the lower

and upper bound of the loop are taken by i during the execution of the po-

tential tile. Hence, the upper and lower bounds of i during the potential tile

are the upper and lower bounds of i declared in the loop, ℓj.

After constructing the upper and lower bounds of the variables that the index ex-

pressions depend on, it is straightforward to construct the upper and lower bounds

of the index expressions. To construct the upper bound of an index expression,

simply replace all references to variables with their upper bounds which have been

previously constructed. The lower bound of an index expression is constructed anal-

ogously. The following equations summarize how to determine the lower and upper

bounds of variables and index expressions.

upper(ℓk, i) =






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
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
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3.5.2 Index Count and Span

Once the symbolic bounds for each index expression are constructed, we

produce a symbolic expression representing the number of times the index will be
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integer As(1:NX,1:NY,1:NZ)

...

a=5

do iz = 5, NZ+5 !ℓ1

do iy = 1, NY !ℓ2 (potential tile loop)

do ix = 1, NX !ℓ3 (intra-tile loop)

Af
s(ix,iy,iz-a) = ...

enddo

enddo

enddo

ik of Af
s lower(ℓ2, ik) upper(ℓ2, ik)

i1 1 NX
i2 iy −K + 1 iy
i3 iz − a iz − a

Figure 3.8: Example: Index Expression Bounds

incremented during the execution of a single tile. We call this expression the index

expression count, and it is given by

count(ℓk, ij) = u(ℓk, ij)− l(ℓk, ij) + 1

We also decide whether or not the value of an index expression fully or partially

spans the length of the entire dimension during the execution of a tile. For an index

expression ij, where the declared size of the corresponding array dimension is ∆j ,

we have

span(ℓk, ij) =







full, count(ij) = ∆j

partial, count(ij) 6= ∆j







In Figure 3.10, i1 and i3 have a full span, whereas i2 has a partial span. In order to

compare ∆j with ij , for equality, we must be able to compare symbolic expressions,

which is discussed in Section 3.2.
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3.5.3 Index Traversal Order

The index traversal order can be viewed as an ordering of index expressions by

the “speed” they are traversed relative to one another. Consider the array reference,

A(ix, iy), in the loop

do iy = 1, NZ !ℓ

do ix = 1, NY

A(ix,iy)=...

enddo

enddo

Here, ix goes through its entire range before iy is incremented. Therefore, we say

that ix is faster than iy, or that speed(ℓ, ix) > speed(ℓ, iy).

By determining the index traversal order, we can infer not only the set of

elements accessed, but the sequence in which the elements are accessed. We will

depend on the ability to order index expressions in Section 3.9, where we attempt

to remove the copy loop when the computation is inter-procedural indirect. Index

traversal order was first defined by Balasundaram and Kennedy [2]. However, index

expressions containing division operations cannot be handled by their definition. A

significantly modified version of the original definition is presented below and is then

extended to handle division operations.

Dominant Induction Variable Let A(i1, i2, . . . , in) be an array reference con-
tained within m loops with induction variables I1, I2, . . . , Im with nesting
depth k, 1 ≤ k ≤ m, where ℓ1 = ℓ is the outermost loop, and ℓm is the in-
nermost loop. The dominant induction variable, Dj, of ij is determined as
follows:

• If ij does not contain any induction variables I1, I2, . . . , Im, ij has no
dominant induction variable.

• If ij consists of exactly one induction variable, Il,1≤l≤m, Il is the dominant
induction variable.
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• If ij contains more than one induction variable, the dominant induction
variable is the one defined in the most deeply nested loop (i.e., having
the greatest j).

Traversal Order Let D1, D2, . . . , Dp be the list of distinct dominant induction
variables of the index expressions i1, i2, . . . , in. Construct the sets V1, V2, . . . , Vp,
where: Vi = {ij,1≤j≤n | Di is the dominant induction variable of ij}. Also con-
struct the set V0 = {ij,1≤j≤n | ij has no dominant ind. var.}. The traversal
order of A is V0 ≻ V1 ≻ . . . ≻ Vp, where V1 ≻ V2 means that the index expres-
sions in V2 are incremented faster than those in V1. When each set Vi contains
a single unique index expression, as a shorthand notation, we order the index
expressions directly. For instance, if V1 = {i1} and V2 = {i2}, we write i1 ≻ i2.
Furthermore, from such an ordering, we write that the fastest index expression
has speed(ℓk, i) = 1, the second fastest index expression has speed(ℓk, i) = 2,
and so on up to the slowest index expression which has speed(ℓk, i) = n

To see why the above definitions need to be extended to handle division

operations, consider the two index expressions, i1 = Dk

e1
and i2 = Dk

e2
. If e2 > e1,

then even though they are in the same set Vk, i2 is traversed more slowly than i1.

To extend the above definition to handle division operations, we split the set Vk into

the sets V 1
k , V 2

k , . . . , V q
k , which are ordered as

V 1
1 ≻ V 2

1 ≻ V ...
1 ≻ V q

1 ≻ V ...
2 ≻ . . . ≻ V ...

p

To split Vk, we find all the expressions that divide Dk for all the index expressions

in Vk. More concretely, we are finding the e in i = . . . + Dk

e
+ . . .. If Dk is not

divided in i, we consider e to be 1. Now, label each expression, ej,1≤j≤q, so that all

ej > ej+1, effectively matching the order of the subscripts inversely to the magnitude

of the expressions. We are able to order the expressions using symbolic expression

comparison, discussed in Section 3.2. We construct each V j
k such that

V j
k = {i ∈ Vk | i contains Dk

ej
}

Figure 3.9 contains an example demonstrating the ordering of index expressions.
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do iz = 1, NZ !ℓ1

do iy = 2, NY-1 !ℓ2

call P(..., At)

do ix = 1, NX !ℓ3

Af
s(ix mod NP,iz,iy - 1,ix/NP) = At(ix)

enddo

enddo

enddo

ik of Af
s dominant ind var loop set

i1 ix ℓ3 V 2
3

i2 iz ℓ1 V 1
1

i3 iy ℓ2 V 1
2

i4 ix ℓ3 V 1
3

i2 ≻ i3 ≻ i4 ≻ i1

Figure 3.9: Example: Index Traversal Order

3.5.4 Contiguous Block Size and Offsets

Having performed the analysis of the preceding sections, we can now enu-

merate the set of all elements accessed by Af
s during the execution of a single tile,

which is called the array access region given by,

region(ℓk,A
f
s) =































l(ℓk, i1) ≤ I1 ≤ u(ℓk, i1),

Af
s (I1, I2, . . . , In) l(ℓk, i2) ≤ I2 ≤ u(ℓk, i2),

. . . ,

l(ℓk, in) ≤ In ≤ u(ℓk, in)































Although we have the region of Af
s written during K iterations of ℓk, we are still

unable to generate aggregated send operations, which is the reason for performing

the array access analysis in the first place. Again, since send operations can only

transfer contiguous blocks of memory, and the accessed elements may not be con-

tiguous, we must develop a representation of the accessed elements that is expressed
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in terms of the size and offsets of contiguous blocks of elements, which can each be

sent by a single send operation.

Determining the contiguous region of memory space accessed by a one-dimensional

array reference A(i1), is easy. For example, given l(ℓk, i1) = 5 and u(ℓk, i1) = 15,

and assuming that i1 monotonically increases with step = 1, the contiguous block

consists of all elements A(I1) such that l(ℓ, i1) = 5 ≤ I1 ≤ u(ℓ, i1) = 15. We can

express this access pattern as the size and offset of a single contiguous block. In this

case, the size of the contiguous block is count(ℓ, i1) = 10 and the offset is l(ℓ, i1) = 5.

We assume that all index expressions are monotonic functions; Paek, Hoeflinger and

Padua concluded that most are monotonic [22].

For a multi-dimensional array reference A(i1, i2, ..., in), there will be a num-

ber of contiguous blocks of the same size, having different offsets. Breaks in con-

tiguousness are caused by index expressions that only partially span their full

range during the execution of a tile. In Figure 3.10, for Af
s , span(ℓ, i1) = full,

span(ℓ, i2) = partial, and span(ℓ, i3) = full. The array pictured is a three-

dimensional cube, with i1 traversing the columns, i2 traversing the rows, and i3

traversing the planes. Since i2 never increments during the runtime of ℓ, only the first

row of each plane is accessed. Consequently, the access region is broken into three

contiguous blocks of size three, with offsets(ℓ,Af
s ) = {〈1, 1, 1〉, 〈1, 1, 2〉, 〈1, 1, 3〉}.

In general, for an array reference A(i1, i2, ..., in) where ∀ij,1≤j<m≤n span(ij) =

full and span(im) = partial, the size of the contiguous blocks accessed by A is given

by

size(ℓ,A) =
m
∏

k=1

count(ℓ, ik)

The offsets of the contiguous blocks in A are given by the set of n-tuples, offsets,
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integer As(1:3,1:3,1:3)

...

do iz = 1, 3 !ℓ
do ix = 1, 3

Af
s(ix,1,iz) = ...

enddo

enddo

Figure 3.10: Example: Contiguousness

where

offsets(ℓ,A) =































l(ℓ, im) ≤ Im ≤ u(ℓ, im),

〈1, 1, . . . , 1, Im, Im+1, . . . , In〉 l(ℓ, im+1) ≤ Im+1 ≤ u(ℓ, im+1),

. . . ,

l(ℓ, in) ≤ In ≤ u(ℓ, in)































3.6 Choosing Tile Size

After performing the array access analysis for each loop nested in ℓ, we must

determine how many iterations, K, of which loop, ℓt, will comprise each tile. As

mentioned in Section 2.6, determining K and ℓt is not trivial as there are several
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tradeoffs involved. For each possible tile loop ℓk, the number of contiguous blocks

differs due to variations in the span of index expressions, which means that the

number and size of messages that are needed also differs. Additionally, increasing

K leads to a larger tile size which corresponds to fewer and larger messages. Having

as few transfer operations as possible is desirable since the fixed overhead of a single

transfer operation is amortized over larger transfers. At the same time, higher

average bandwidth is achieved, as larger messages experience higher transfer rates.

On the other hand, as K increases, the size of the last tile, whose communication

typically cannot be overlapped with computation, increases.

To determine which values of K and ℓt will result in greatest efficiency, we

use information gathered from the previous analysis stages along with timing in-

formation collected at runtime. The goal is to find the values of K and ℓt that

minimize the following formula which represents the time spent in excess of that

achieved with perfect communication-computation overlap.

(numTiles×max(0, τcomm − τcomp)) + τcomm

where:

• numTiles is the total number of tiles in ℓ. Let range(ℓk) denote the upper

bound minus the lower bound of loop ℓk. Then, numTiles =
∏k−1

j=1 range(ℓj)×

range(ℓk)
K

.

• τcomp is the time to compute a single tile, which can be found through profiling.

• τcomm is the time to communicate the data generated by a single tile, which

can be approximated as numSends× timeToSend(size(ℓk,A
f
s )).

– numSends is the number of sends per tile which is equal to | offsets |,

which can be constructed directly as
∏n

k=m+1 count(Ik) when ∀ij,1≤j<m span(ℓ, ij) =

full , and span(ℓ, im) = partial.
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– timeToSend(s) is the time to send a message with size of s, which can be

approximated by profiling the system with a subset of the possible values

of s and then interpolating to find specific values of s. Each message is

of size = size(ℓk,A
f
s ).

Some of the input to the above formula contains symbolic expressions, for

which the exact values may not be known at compile-time. Therefore, the tile size

prediction routine must operate during the runtime of the code being transformed.

The details of this profiling and prediction system are beyond the scope of this

thesis, and are the subject of ongoing research.

3.7 Simulating MPI ALLTOALL

Before generating the non-blocking communication, we first need to discuss

how to preserve the semantics of the original call to MPI ALLTOALL by simulating its

node-wise partitioning of the send array. MPI is reviewed in Section 2.2, but here

we elaborate on the semantics of MPI ALLTOALL.

An n-dimensional array An(i1, i2, . . . , in), where ∆j is the size of the jth di-

mension, is actually stored in memory as a one-dimensional array, A1(i1), for which

the size of i1 is γ =
∏n

k=1 ∆k. When A1 is exchanged using MPI ALLTOALL and NP is

the number of nodes, An is divided into NP equal-sized partitions of size γ

NP
. In this

case, the pth partition, where 0 ≤ p < NP , begins at A1(p
γ

NP
+ 1). Converting this

one-dimensional representation of the array back to its original multi-dimensional

representation, we have the pth partition beginning at An(1, 1, . . . , p×
∆n

NP
+ 1).

When MPI ALLTOALL is called, each node sends the pth partition to the pth node.

In this way, data is exchanged by all the nodes, and the resulting array for each

node contains the pth partition from the pth node. Figure 3.11 shows the partition-

ing of the three-dimensional and equivalent one-dimensional representation of the

array A3 by MPI ALLTOALL, according to the above specifications.
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Given the semantics of MPI ALLTOALL, we can find the mapping from a

contiguous block offset to the rank of the node the element would be sent to by

MPI ALLTOALL. Recall that a contiguous block offset is an n-tuple, 〈I1, I2, . . . , In〉,

representing the base offset of a contiguous block starting at the element referenced

by A(I1, I2, . . . , In). The mapping is

destination(A, 〈I1, I2, . . . , In〉) = (In − 1)/
∆n

NP

3.8 Communication

Now that ℓt and K have been determined, we can use the size and offsets of

the blocks that are written by Af
s and the technique for finding the destination of a

block, to generate the non-blocking communication to replace the original blocking

communication. We will use MPI ISEND to send, and MPI IRECV to receive the blocks

finalized during the execution of the last tile.

For a block offset o ∈ offsets, we can generate a send operation and its

corresponding receive as follows.

size=size(ℓt,A
f
s )

to=destination(Af
s , < I1, I2, . . . , In >)

call MPI ISEND(Af
s(I1, I2, . . . , In),size,to,...)

if(to == myRank) then

do from = 0, NP-1

call MPI IRECV(Ar(I1, I2, . . . , 1 + from ∆n

NP
+ In% ∆n

NP
),size,from,...)

enddo

endif

The if statement and loop surrounding the call to MPI IRECV iterates through all

the node ranks if the destination of the current block is equal to its own rank. The

if statement is necessary because a node should only receive a contiguous block if

it is mapped to its rank, and the loop is needed to receive from all the nodes, since

they each have a block to send.
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Now that we can exchange a single contiguous block which is a particular

o ∈ offsets, we describe how to enumerate and exchange all offsets using a loop

nest, ℓcomm, containing the replacement communication as given above. Recall that

the set of offsets is defined as

offsets(ℓ,A) =































l(ℓ, im) ≤ Im ≤ u(ℓ, im),

〈1, 1, . . . , 1, Im, Im+1, . . . , In〉 l(ℓ, im+1) ≤ Im+1 ≤ u(ℓ, im+1),

. . . ,

l(ℓ, in) ≤ In ≤ u(ℓ, in)































which translates into the following loop nest, ℓcomm, that generates all o ∈ offsets

do Im = l(ℓt, im), u(ℓt, im) !ℓcomm

do Im+1 = l(ℓt, im+1), u(ℓt, im+1)

. . .

do In = l(ℓt, in), u(ℓt, in)

!〈1, 1, . . . , 1, Im, Im+1, . . . , In〉 !o ∈ offsets

...

MPI ISEND(Af
s(I1, I2, . . . , In),...)

...

enddo

...

enddo

enddo

ℓcomm needs to be placed in an if statement at the end of ℓt, which executes

every K iterations, controlling the tiling of the loop, as follows.

do ix = 1, NX !ℓt

...

if(ix mod K == 0) then

ℓcomm
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endif

enddo

Also, provisions need to be made to send the data generated during any

iterations leftover by the range of ℓt being unevenly divided by K. We therefore

extend the code above as follows to handle leftover iterations.

k=K

...

do ix = 1, NX !ℓt

...

!every K iterations, or the last iteration

if (range(ℓt) mod k == 0 ∨ ix == NX) then

k = K

!if k unevenly divides ix, which means this is the last iteration

if (ix mod k 6= 0) then

!set k so that it is equal to the number of leftover iterations

k = ix mod k

endif

ℓcomm

endif

enddo

...

Finally, by putting all of the above together, and inserting calls to MPI WAITALL

to wait for the communication of the previous tile to complete before the start of

each tile, we have the code in Figure 3.12, which is inserted at the end of ℓt. In

this code, reqNum represents how many communication operations have been initi-

ated so far in the current tile. numSends is the number of sends per tile which is

equal to | offsets |, which can be constructed directly as
∏n

k=m+1 count(Ik) when

∀ij,1≤j<m span(ℓ, ij) = full , and span(ℓ, im) = partial.
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3.9 Removing Redundant Array Copies

As discussed in Section 3.3.2 and shown in Figure 3.4, sometimes the com-

putation is inter-procedural indirect, where the actual computation of the data

contained in As is located in a procedure, P, called in ℓ. Each call to P computes

a portion of the final results and writes them to At (for temporary) which is passed

by reference. After P, the contents of At are copied to As in a copy loop, ℓcopy. The

original purpose of such intermediate array copies is to aggregate the partial results

computed by each call to P so that they can be sent all together at the end of ℓ.

However, since we are “unaggregating” the sends in order to overlap communica-

tion with computation, the copy is no longer needed, and we can directly send the

contents of At. Doing so can reduce runtime by eliminating the time taken to copy

At to As.

We only consider copy loops of the following form, which are the most com-

mon and easy to analyze. ℓcopy must contain a single assignment statement with RHS

As and LHS At. At must be of the form At(t1, t2, . . . , tn) where tn ≻ tn−1 ≻ . . . ≻ t1,

which means that At must be traversed linearly with a stride of 1. In this situation,

the data is transferred from At to Ar by copying from At to As and then sending

from As to Ar. This can be represented as Ar
send
←− As

copy
←− At. By transitivity,

we can eliminate the copy and still complete the same operation by the equivalent

Ar
send
←− At. We can remove the redundant copy by sending one element of At at a

time. Although sending one element at a time is wasteful, it is still instructive to

see how to do so before advancing to the sending of whole blocks of At at a time.

Figure 3.13 contains a code segment, before and after removing the copy.

Once again, we would like to send the largest blocks possible in order to

minimize the number of send operations. To do so, we proceed similar to the way we

send all blocks in the previous section, but here we have the additional requirement

of having to send the blocks in the same order that they are copied to preserve the
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mapping from At to As. Also, we have to slightly modify our definition of the set

offsets(ℓk, ij) and count(ℓk, ij).

For an array reference A(i1, i2, . . . , in) where ∀ij,1≤j<m≤n (span(ij) = full ∧

speed(ℓcopy, ij) = j) and (span(Im) = partial ∨ speed(ℓcopy, im) 6= m), the size of the

contiguous blocks accessed by A is given by

size(ℓ,A) =
m
∏

k=1

count(ℓ, ik)

This definition now involves the speed of the index expressions because we are now

not only concerned with breaks in the contiguousness of what is written in As, but

also breaks in the contiguousness of the mapping from At to As, which are caused

by the speeds of the index expressions on the LHS and RHS being in a different

order.

As before, the offsets of the contiguous blocks in A are given by the set of

n-tuples, offsets, where

offsets(ℓ,A) =































l(ℓ, im) ≤ Im ≤ u(ℓ, im),

〈1, 1, . . . , 1, Im, Im+1, . . . , In〉 l(ℓ, im+1) ≤ Im+1 ≤ u(ℓ, im+1),

. . . ,

l(ℓ, in) ≤ In ≤ u(ℓ, in)































which translates into the following loop nest, ℓcomm, which generates all o ∈ offsets:

tempOffset = 1

do Im = l(ℓt, im), u(ℓt, im) !ℓm
comm

do Im+1 = l(ℓt, im+1), u(ℓt, im+1) !ℓm+1
comm

...

do In = l(ℓt, in), u(ℓt, in) !ℓn
comm

!〈1, 1, . . . , 1, Im, Im+1, . . . , In〉 !o ∈ offsets

size=size(ℓt,A
f
s )
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to=destination(Af
s , < I1, I2, . . . , In >)

call MPI ISEND(Af
t (offset),size,to,...)

if(to == myRank) then

do from = 0, NP-1

call MPI IRECV(Ar(I1, I2, . . . , 1 + from ∆n

NP
+ In% ∆n

NP
)),size,from,...)

enddo

endif

tempOffset=tempOffset+size(ℓt,A
f
s )

enddo

...

enddo

enddo

Note that inside the loop nest ℓcomm is the code to send the blocks from At

to Ar. In this case, the mechanics of the communication code is slightly different

from that presented in the last section. Specifically, the offset of At, which is being

sent is controlled by a variable that is not a loop induction variable, but rather is a

variable that is incremented in the body of the loop nest.

Because the blocks must be sent in the order that they are written to pre-

serve the mapping from At to Ar, we sort the loops, ℓk
comm, where m ≤ k ≤ n,

comprising the loop nest ℓcomm so that the innermost loop iterates on the “fastest”

index expression and the outermost loop iterates on the “slowest” index expression

of Af
s . Formally, we replace the superscript of each ℓk

comm with speed(ik), so that

ℓk
comm becomes ℓ

speed(ik)
comm . Then, we sort the loops in descending order from outermost

to innermost by the superscript of the loop. For an example of sorting loops, see

Figure 3.14.
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integer A3(1:3,1:3,1:3)

...

call MPI ALLTOALL(A3,...)

Figure 3.11: Example: Simulating MPI ALLTOALL
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integer requests(1:2 × numSends)

...

do ix = 1, NX !ℓt

...

!every K iterations, or the last iteration

if (range(ℓt) mod k == 0 ∨ ix == NX) then

k = K

!if k unevenly divides ix, which means this is the last iteration

if ((ix mod k) 6= 0) then

!set k so that it is equal to the number of leftover iterations

k = ix mod k

endif

if(ix > K) !after first tile

call MPI WAITALL(numSends,requests(1),stat,err)

endif

do Im = l(ℓt, im), u(ℓt, im) !ℓcomm

do Im+1 = l(ℓt, im+1), u(ℓt, im+1)
. . .

do In = l(ℓt, in), u(ℓt, in)
!〈1, 1, . . . , 1, Im, Im+1, . . . , In〉 !o ∈ offsets

size=size(ℓt,A
f
s )

to=destination(Af
s , < I1, I2, . . . , In >)

call MPI ISEND(Af
s (I1, I2, . . . , In),size,...,to,...,requests(reqNum))

reqNum = reqNum + 1

if(to == myRank) then

do from = 0, NP-1

call MPI IRECV(Ar(I1, I2, . . . , 1 + from ∆n

NP
+ In% ∆n

NP
,size,...,from,...,requests(reqNum))

reqNum = reqNum + 1

enddo

endif

enddo

...

enddo

enddo

endif

enddo

call MPI WAITALL(numSends,requests(1),stat,err)

Figure 3.12: Communication Code
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! BEFORE

do iy = 1, N !ℓ
call P(..., At)

do ix = 1, 9 !ℓcopy

As(ix mod 3, 1, ix/3) = At(ix)
enddo

enddo

! AFTER

do iy = 1, N !ℓ
call P(..., At)

do ix = 1, 9 !ℓcopy

! removed As(ix mod 3, 1, ix/3) = At(ix)
size=1

to=destination(As, 〈ix mod 3, 1, ix/3〉)
call MPI ISEND(At(ix),size,to,...)
if(to == myRank) then

do from = 0, NP-1

call MPI IRECV(Ar(ix mod 3, 1, ix/3),size,from,...)
enddo

endif

enddo

enddo

Figure 3.13: Example: Removing Redundant Array Copies
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!After replacing the superscript of ℓk
comm with speed(ℓcopy, ik)

do x = . . . !ℓ1
comm

do y = . . . !ℓ3
comm

do z = . . . !ℓ2
comm

!〈1, 1, . . . , x, y, z〉 !o ∈ offsets
...

enddo

enddo

enddo

!After sorting loops by superscript

do y = . . . !ℓ3
comm

do z = . . . !ℓ2
comm

do x = . . . !ℓ1
comm

!〈1, 1, . . . , x, y, z〉 !o ∈ offsets
...

enddo

enddo

enddo

Figure 3.14: Example: Sorting Loops when Af
s = As(. . . , x, y, z) and speed(x) = 1,

speed(y) = 3, and speed(z) = 2
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Chapter 4

IMPLEMENTATION AND EVALUATION

4.1 Implementation

The approach presented in the last chapter for automating the pre-push trans-

formation was implemented as a Fortran 90 source-to-source code transformer us-

ing the Nestor program transformation framework [28]. The transformer is named

The Compuniformer, which is the the result of overlapping “communication” and

“computation,” reflecting the action of the transformer.

A source-to-source code transformer takes unoptimized source code as in-

put, transforms it, and outputs optimized source code which then can be compiled

to object code using the machine’s own platform-specific compiler. By using a

source-to-source transformer, we decouple our transformation from the specifics of

any particular compiler designed for a particular architecture. Therefore, our opti-

mization can be complemented with the traditional optimizations provided by the

compiler.

The decision to take Fortran 90 code as input was made because we believe

that the scientific and engineering community is shifting towards widespread usage

of Fortran 90, as opposed to Fortran 77. There are many existing tools for analyzing

and transforming Fortran 77, but very few for Fortran 90. Nestor is a transformation

framework that can adequately handle Fortran 90 code.

The Nestor framework was developed by Georges Andre Silber to be a lightweight,

easy-to-use, framework for implementing transformations to Fortran 90 code. Nestor
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uses the Adaptor [8] open-source Fortran 90 parser to parse input, and provides an

unparser, which translates the internal, hierarchical representation back to Fortran

90 code which then can be compiled to object code. The internal representation

is a highly object-oriented AST-like representation of the input program. Nestor is

implemented as a well-documented C++ library [29]. Transformations are imple-

mented by accessing and modifying the objects representing the input program.

Nestor also has some built-in analysis tools, the most notable being its data

dependence analysis which uses Petit [25] and the Omega Test [26]. To perform

data dependence analysis, Nestor unparses the program as Petit code which is a

simple Fortran-like language. Then the Petit compiler generates data dependence

problems which the Omega Test solves, sending the results back to Nestor. The

data dependence analysis capabilities are used as described in Section 3.4.

Although Nestor provides a basic transformation framework, it falls short in

comparison to existing Fortran 77 tools in the breadth of the built-in analysis that it

provides. The inlining, expression propagation and symbolic expression comparison

that are needed for automating our transformation are not provided by Nestor. A

Fortran 77 automatic parallelizing compiler framework called Polaris [4] developed

by David Padua’s group performs the required analysis, but cannot take Fortran

90 code. Polaris also provides more sophisticated array access analysis which could

be useful in future versions of the optimizer. At this time, the portions of the

implementation that require Polaris-like analysis are considered “semi-automatic,”

in that they require some user input.

4.2 Evaluation

We have performed a preliminary evaluation of our prototype implementation

aimed at testing the correctness of the transformation. In doing so, we not only

have the opportunity to verify the correctness of the implementation, but also the

techniques that underly it. To evaluate the Compuniformer, we wrote a test program
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which is simple, yet tests many of the features of the transformation process. The

test code exhibits the Interprocedural Indirect computation pattern, which leaves

us with a redundant array copy to remove. Additionally, the array access pattern

of the send array creates some breaks in contiguousness, which complicates the

communication loop generation.

Performing this evaluation has revealed some of Nestor’s shortcomings which

need to be overcome. One problem with Nestor is that it does not support Fortran

90 keyword uses, which means that codes with subroutines contained in external

modules cannot be used at this time. We have transformed the test code manually

before running it through the Compuniformer to circumvent this problem. Possible

solutions to this problem include fixing Nestor directly, or writing a script that

transforms codes into an acceptable form. A less serious problem due to Nestor is

that its output sometimes contains lines that are over 120 characters, which exceeds

the limit imposed by the Fortran 90 compiler. We have fixed this problem by writing

a script that breaks long lines in the output of the transformer.

Aside from the necessary interventions described above to overcome the lim-

itations of Nestor, the Compuniformer generates correct code, as evidenced by the

transformed code producing the same output as the original code. The transformed

code contains many large, hard-to-read expressions that result from building expres-

sions based on the array access analysis. Unoptimized, these large expressions could

slow down execution significantly. However, using constant propagation and subex-

pression elimination, the Fortran 90 compiler will reduce the size of the expressions

to what they would be if written by a human programmer.

At this time, the Compuniformer does not implement all of the techniques

developed in this thesis. Most of the work has been completed to enable transforming

Intraprocedural Direct computation loops, and the selection of the tile loop and the

value of K with Interprocedural Indirect computation loops, but these features
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remain unfinished at the moment. Additionally, the Compuniformer does not check

that all array index expressions are incremented with a step of one in the forward

direction, which is an assumption of the transformation process. In the future, the

Compuniformer will verify what it currently assumes about input.
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Chapter 5

RELATED WORK

There have been several research efforts designed to mitigate messaging over-

heads. These efforts include Active Messages [30], U-Net [31], Fast Messages [23],

and the standard produced by Microsoft, Compaq and Intel known as the Virtual

Interface Architecture (VIA) [12]. While the performance improvements offered by

OS-bypass and user-level networking efforts have been demonstrated, others have

observed that these approaches can be difficult to use [7] and that abstractions to

make easier use of such techniques can nullify some performance gains [27].

When the communication patterns of a parallel application are known at

compile time, the network resources can be managed statically and significant run-

time overheads can be eliminated. This approach, known as compiled communica-

tion [34, 35] is an optimization technique that has received significant attention.

The project most related to our study that uses compiled communication is

CC-MPI [18]. The main difference from our work is that CC-MPI is designed for

Ethernet-switched clusters, whereas our study focuses on a program transformation

for RDMA-enabled networks [6, 17, 24].

Several other projects have suggested program transformations to minimize

communication overheads in parallel applications. The PARADIGM compiler [3]

as well as Goumas et al. in [14] suggest optimizations that can be performed by

a parallelizing compiler in order to hide network latencies. Our work is similar to

these projects since we structure the computation and communication into tiles that
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we try to execute in a pipelined fashion. The main difference though is that these

projects consider serial loops as their starting point, where we consider scientific

applications already parallelized using MPI.

Two additional studies that consider transformations similar to ours are pre-

sented in [19] and [16]. The main difference between these studies and our work is

that they effectively try to perform prefetching by peeling, or strip mining the com-

putation loops. In our study, we consider applications that generate data using local

arrays, and we try to “prepush” them, before they will be needed. This difference

can have important implications, since one-sided get operations are not common,

where one-sided put operations exist in all RDMA-capable networks.

Finally, global-address space (GAS) languages [13, 33] perform communica-

tion overlapping optimizations, but none of them handle input code written in MPI.
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Chapter 6

CONCLUSIONS AND FUTURE WORK

This thesis described the novel techniques developed to automate the trans-

formation of explicitly parallel code to pre-push data generated during computation.

The result of this transformation is to reduce communication latency by providing

opportunities for communication-computation overlap. Our transformation system

benefits the large community of domain scientists that use MPI and Fortran 90 to

implement their parallel algorithms and RDMA-enabled network clusters. Previous

work by other researchers developed techniques for reducing communication latency,

but none were applicable to explicitly parallel codes written using MPI, which pose

extra challenges that were overcome in the development of this system. Some of the

major contributions of this thesis include:

• Defining the pre-push transformation in a general way which paves the way

for future work, and selecting a subset of this problem space that represents

a large subset of real-world codes, yet is feasible to process at this pioneering

stage of research.

• Identifying the different cases and situations that arise in a variety of parallel

MPI codes, and addressing these in the design of the overall transformation

process.

• Ensuring that the transformation is semantics-preserving; for instance, pre-

serving the semantics of the original call to MPI ALLTOALL by mapping con-

tiguously written blocks of elements to the appropriate destination rank. Also,
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using data dependence and array access analysis to generate correct, efficient

communication.

• Removing redundant array copies by utilizing the transitivity of the copy/communication.

• Designing and implementing a prototype source-to-source optimizer which

provides a proof-of-concept as well as a basis for further development into

a production-quality system.

Significant work has been completed in this thesis; however, many directions remain

in which this research can be extended. Some suggestions for future work include:

• Creating heuristics to deal with some of the cases arising in real-world codes

that are not addressed by the general formulation of the techniques in this

thesis.

• Continuing work with the prototype optimizer to implement more of the theory

developed in this thesis, making the semi-automatic steps fully automatic.

• Evaluating the performance of the system on a variety of real-world codes,

which should inform future work on extending the system’s generality.

• Extending the system to target other types of collective communication such

as scatter and broadcast.

In conclusion, the broader impact of this work is the performance improve-

ment of parallel MPI codes on networked clusters, enabling more scalable application

of the parallel codes to larger numbers of processors.
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[28] Georges-André Silber and Alain Darte. The Nestor library: A tool for imple-
menting Fortran source to source transformations. In High Performance Com-
puting and Networking (HPCN’99), volume 1593 of Lecture Notes in Computer
Science, pages 653–662. Springer Verlag, April 1999.
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