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Abstract— Previously, we identified the failure-induced reciwe buffer (rbuf) blocking problem in Concurrent Mu ltipath Transfer using
SCTP multihoming (CMT), and proposed CMT with a Poentially-failed destination state (CMT-PF) to allevate rbuf blocking. In this
paper we complete our evaluation of CMT vs. CMT-PFUsing NS-2 simulations we first show that CMT-PF erforms on par or better
than CMT during more aggressive failure detection liresholds than recommended by RFC4960. Next, we erme whether the
modified sender behavior in CMT-PF degrades perforrance during non-failure scenarios. Our evaluationgonsider the following two
end-to-end parameters: (i) realistic loss model whit symmetric and asymmetric path loss, (ii) varyingpath RTTs. We find that CMT-PF
performs as well as CMT during non-failure scenaris, and interestingly, outperforms CMT when the patls experience asymmetric
rbuf blocking conditions. In light of our findings, we recommend that CMT be replaced by CMT-PF in exting and future CMT
implementations and RFCs.

. INTRODUCTION

Unlike TCP and UDP, the Stream Control Transmis$tootocol (SCTP) [RFC4460] natively supports multiting at the
transport layer. SCTP multihoming allows bindingeofransport layeassociation(SCTP’s term for a connection) to multiple 1P
addresses at each end of the association. Thisngirallows transmission of data to different dedfiitn addresses of a
multihomed receiver. Multiple destination addressesly the possibility of independent end-to-endhgaConcurrent Multipath
Transfer (CMT)5] leverages SCTP’s multihoming support, and iases an application’s throughput via simultanearsster of
new data over independent end-to-end paths betmea#iinomed source and destination hosts.

Link failures arise when a router or a link conimagttwo routers fails due to link disconnectionydware malfunction, or
software error. Overloaded links caused by flasbwds and denial-of-service (DoS) attacks also dkgrand-to-end
communication between peer hosts. Ideally, thdimgusystem detects link failures, and in respomeegnfigures the routing
tables and avoids routing traffic via the faileakli However, existing research highlights problemts Internet backbone routing
that result in long route convergence times.

Reference [7] shows that Internet's interdomainemsumay take as long as tens of minutes to recanstew paths after a
failure. During these delayed convergences, erghtbinternet paths experience intermittent lossoofnectivity in addition to
increased packet loss, latency, and reordering.

In [11], the author uses probes to find that “digant routing pathologies” prevent selected pafrBosts from communicating
about 1.5% to 3.3% of the time. Importantly, [1dcafinds that this trend has not improved withdirf6] examines routing table
logs of Internet backbones to find that 10% otalhsidered routes were available less than 95%edtitne, and more than 65% of
all routes were available less than 99.99% ofithe.tThe duration of these path outages were hesdled and about 40% of path
outages took more than 30 minutes to repair. If fh& authors use probes to confirm that failureations are heavy-tailed, and
report that 5% of detected failures last more th@d hours, and as long as 27.75 hours.

The pervasiveness of path failures motivated ustudy their impact on CMT, since CMT achieves betiteoughput via
simultaneous data transmission over multiple ererid paths. Section Il discusses the negative qorsees of CMT's existing
failure detection process, and outlines our proggasgrovement — CMT with a Potentially-failed destiion state (CMT-PF).
Section Il discusses the evaluation methodology r@sults of CMT vs. CMT-PF in failure and non-feé scenarios. Section IV
reiterates our observations and concludes the paper
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. PRELIMINARIES

A. Failure Detection in CMT

CMT is an extension to SCTP, and therefore ret8i@3P’s failure detection process. A CMT sender asésnable failure
detection threshold callg@iath.Max.Retrans (PMRAs shown in the finite state machine (FigureeBch destination is in one of
the two states — active or failed (inactive). Atdegion is active as long as acks arrive for datheartbeats (probes) sent to that
destination. When a sender experienocese thanPMR consecutivetimeouts while trying to reach an active destomtithe
destination is marked as failed. Only heartbeassant to a failed destination. The destinationrnst to the active state when the
sender receives a heartbeat ack. RFC4460 propodefaalt PMR value of 5, which translates to 63osels (6 consecutive
timeouts) for failure detection [1].

B. Receive buffer (rbuf) blocking in CMT

Reference [4] explores the receive buffer (rbu§icking problem in CMT, where transport protocoladahit (TPDU) losses
throttle the sender since the transport receivmufer is filled with out-of-order data. Even thduthe congestion window would
allow new data to be transmitted, rbuf blocking.(iflow control) stalls the sender, causing thigug degradation. In CMT, rbuf
blocking cannot be eliminated [4]. To reduce rblacking effects during congestion, [4] proposes$adént retransmission policies
that use heuristics for faster loss recovery. Thpedieies consider different path properties sushoas rate and delay, and try to
reduce rbuf blocking by sending retransmissiona @ath with lower loss or delay. In practice, thsslrate of a path can only be
estimated, so [4] proposes policies where retrassions are sent on the path with the largest ctingesindow (RTX_CWND
policy), or the largest slow-start threshold (RTXTHRESH policy). Both RTX_CWND and RTX_SSTHRESHfpen equally
well during congestion-induced rbuf blocking, artbrefore [4] arbitrarily selected and recommendsel RTX _SSTHRESH
policy for CMT. However, [4] did not consider rblfiocking induced by path failures.
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Figure 1.Failure Detection in CMT

By means of a simple experiment we demonstrate GMT with the RTX_SSTHRESH policy suffers from rbhibcking
during failure. Figure 2 plots the throughput c€®IT bulk file transfer between two multihomed hogis two independent end-
to-end paths that have similar loss and delay cheniatics, as shown by the topology in Figure dstA transfers an 8MB file to
host B, and path 2 fails after 5 seconds of fa@sfer. We simulate path 2's failure by bringingvdahe bidirectional link between
routers By and R ; (Figure 4). The receiver buffer is set to a reabtnaalue of 64KB [4], PMR=5, and no congestionskxs
occur on either path.

CMT experiences the first timeout due to path ufaiat ~6 seconds, and detects the failure afteadk-to-back timeouts
(PMR=5), at ~69 seconds. After every timeout dyffeilure detection, CMT with the RTX_SSTHRESH pgltransmits data on
the failed path. Data transmitted on path 2 is, loatising consecutive rbuf blocking instances. TRMT’s throughput suffers
until 69 seconds, after which CMT uses path 1 gland completes the file transfer at ~80 seconds.
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Figure 2.CMT vs. CMT-PF Throughput during Failure Detect{®MR=5)

Data Acks Timeout

Failed

(send
heartbeats)

Active Heartbeat Ack

(send data)

Timeout and
< (PMR-1) consecutive
timeouts

Figure 3. Failure Detection in CMT-PF (PMR > 0)

C. CMT with Potentially-failed State (CMT-PF)

To mitigate the recurring instances of rbuf blogkimve introduced a new destination state calledéeimally-failed” in the
FSM of Figure 1 [9]. The new FSM (Figure 3) is lihgm the rationale that loss detected by a timémpties either severe
congestion or failure en route. After a single tmeon a path, a sender is unsure, and marks thesponding destination as
“potentially-failed” (PF). A PF destination is nosed for data transmission or retransmission. GM@&transmission policies are
augmented to include the PF state. CMT with the setvwof retransmission policies is called CMT-PEtdils of CMT-PF are:

If a TPDU loss is detected by RFC4460's threshaldhiper of missing reports, one of CMT'’s current aemission
policies is used to select an active destinatiomgtransmission.

If a TPDU loss is detected after a timeout, theesponding destination transitions to the PF gtiture 3). No data is
transmitted to a PF destination. (Exception: ifd@tinations in an association are in PF stata,id&ent to the destination
with the smallest number of consecutive timeouiscdse of tie, data is sent on the last activardgstn. We hope this
exception ensures that CMT-PF does not performemtran CMT when all paths have potentially failed.)



Heartbeats are sent to a PF destination with aoregial backoff of RTO after every timeout unt)l & heartbeat ack
transitions the destination back to the activeestatt (ii) an additional PMR consecutive timeousfem the path failure,

after which the destination transitions to theefdiktate, and heartbeats are sent with a loweudrery as described in
RFC4460.

Once a heartbeat ack indicates a PF destinatialivis, the destination’s cwnd is set to either 1W{CMT-PF1), or 2
MTUs (CMT-PF2), and data transmission follows tlmwsstart phase. Detailed analysis on the cwndugian of CMT-
PF1 vs. CMT-PF2 can be found in [9].

Acks for retransmissions do not transition a PRidason to the active state, since it can't beed®fned whether the ack
was for the original transmission or the retransioi¥(s).

We implemented CMT-PF in the University of Delawar8 CTP/CMT ns-2 module [2, 10]. We repeated timepte failure
experiment (Section 11-B) using CMT-PF. CMT-PF sdions path 2 to the PF state after the first tinte(~6 seconds), and
transmits only heartbeats on path 2 avoiding furthef blocking during failure detection. The retlan in rbuf blocking helps
CMT-PF to complete the 8MB file transfer (~ 15 sad$) using path 1 alone, even before path 2’sriaikidetected (Figure 2).

I1l.  EVALUATION

Our previous evaluations [9] considered only theXRESTHRESH variants of CMT and CMT-PF. Our curremaluations
include the RTX_CWND variants as well, since RTX_R/appears to be a better policy than RTX_SSTHRESkhNg failure
(more details in Section IlI-A). The four variat®oonsidered for evaluations are:

1) CMT-CWND: CMT with RTX_CWND retransmission policy.

2) CMT-SSTHRESH: CMT with RTX_SSTHRESH retransmissoaticy.

3) CMT-PF2-CWND: CMT-PF2 with RTX_CWND retransmissipalicy for fast retransmissions.
4) CMT-PF2-SSTHRESH: CMT-PF2 with RTX_SSTHRESH polioy fast retransmissions.

A. Aggressive Failure Detection Thresholds

To achieve faster yet robust failure detectiorgnazice [1] argues for varying PMR based on a néfe/doss rate, and suggests
PMR=3 for the Internet. Therefore, we evaluate QMTCMT-PF2 for failure detection thresholds raggirom 0 — 5.

The simulation topology is shown in Figure 4. A tihdmed sender, A, has two independent paths tolahmmed receiver,
B. The edge links between A or B to the routersesgnt last hop link characteristics. The end--@me-way delay is 45ms on
both paths, representing typical coast-to-coastydetxperienced by a significant fraction of toddwternet flows [12].

Each simulation run is a bulk file transfer fromté\ B. Path 2 fails 10 seconds after the file trangsbmmences. Sender A
detects this path failure after PMR+1 consecutivetuts. Rbuf=64KB, and both paths experience 18dam loss during file
transfer. Figures 5 and 6 plot the different vasia’ goodput during failure detection (applicatidata received + failure detection
time), with a 5% error margin. Note that the faglatetection period decreases with smaller PMR galliee dashed line in Figure
6 denotes the maximum attainable goodput of an ST ®ansfer (application data received + transfae) using path 1 alone.
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Figure 4.Random Loss with Uniform Distribution (Topology 1)

As mentioned in Section Il, [4] arbitrarily recomnus RTX_SSTHRESH policy over RTX_CWND during cortgesinduced
rbuf blocking. Interestingly, the two policies elhiperformance differences during failure-induaddif blocking (Figure 5).
Ssthresh is a more historic account of a path’gestion conditions than cwnd. When path 2’s loss saiftly changes from 1%
to 100% (failure), ssthresh converges slower tb & current conditions than cwnd. HenBa,X_CWND appears to be a better
policy than RTX_SSTHRESH during failure scenarios.



When the failure detection threshold is most agives(PMR=0), all senders detect path 2 failureratfte first timeout. The 4
variations experience similar rbuf blocking durtihis failure detection and perform almost equatlig(re 6). As PMR increases,
the number of rbuf blocking instances during faldietection increases, resulting in increasingoperdnce benefits from CMT-
PF. As seen in Figure 6, as PMR increases, CMT-BBtdput increases, whereas CMT'’s goodput decre&ading from
PMR=3, CMT-PF’s goodput is comparable or equah® maximum attainable SCTP goodput. Unlike the GXT variations,
both CMT-PF2-SSTHRESH and CMT-PF2-CWND performIgguell during failure, and better than CMT for A> 0.

Figure 5.RTX_CWND vs. RTX_SSTHRESH (CMT) Goodput during lsad Detection

Figure 6.CMT vs. CMT-PF Goodput during Failure Detection

B. Non-failure Scenarios

In [9], our congestion experiments assumed a sitgge model with uniformly distributed loss ratelere, we consider a more
realistic topology and loss model as shown in Fégor In this dual-dumbbell topology, each routerjRattached to five edge
nodes. Dual-homed edge nodes A and B are the tretrsgnder and receiver, respectively. The othge exbdes are single-homed,
and introduce cross-traffic that instigates bupstyiods of congestion and bursty congestion loaséle routers. Their last-hop
propagation delays are randomly chosen from a mmiftistribution between 5-20 ms, resulting in eogthd one-way propagation
delays ranging ~35-65ms [12]. All links (both edg®l core) have a buffer size twice the link's badtwdelay product.

Each single-homed edge node has eight traffic gémmes; introducing cross-traffic with a pareto dlsttion. The cross-traffic
packet sizes are chosen to resemble the distribfdgind on the Internet: 50% are 44B, 25% are 5268,25% are 15008B [3, 14].
The result is a data transfer between A to B, eveetwork with self-similar cross-traffic, whichsembles the observed nature of
traffic on data networks [8]. We simulate a 32ME firansfer between sender A and receiver B, udifarent loss conditions.
Rbuf=64KB, and loss rates are controlled by varyhegcross-traffic load.



Figure 7. Bursty loss created by cross-traffic (Topology 2)

Figure 8.Goodput during Symmetric Loss Conditions

1) Symmetric Loss Conditions
The aggregate cross-traffic load on both pathsdaetical and vary from 40%-100% of the core linkandwidth. Figure 8
plots the average goodput (file size + transfeejiof the 4 variations with 5% error margin.

The 4 variations exhibit similar performance durlog loss rates (i.e. low cross-traffic), since mosthe TPDU losses are
recovered via fast retransmits as opposed to titnemoveries. As the cross-traffic load, and trenethe loss rate increases, the
number of timeouts on each path increases. Undemn sonditions, the probability and time duratioratttboth paths are
simultaneouslymarked “potentially-failed” increases in CMT-PFb ensure that CMT-PF2 does not perform worse wdien
destinations are marked PF, CMT-PF2 transitionsdétination with the smallest number of conseeutimeouts to the active
state, allowing data to be sent to that destindtieier to Section II-C). This special case guarasithat CMT-PF2 performs on par
with CMT even when both paths experience high tasss (Figure 8).

Under symmetric loss conditions, we now study hopath's RTT affects the throughput differences leetwCMT and CMT-
PF2. Note that any difference between CMT and CNFR-Banspires only after a timeout on a path. lseassume that a path
experiences a timeout event, and the next TPDUdogbe path takes place afteRTTs. After the timeout, CMT slow starts on
the path, and the number of TPDUs transmitted erptith at the end of RTTs =1+ 2 + 4 ... +2= (2 +1) — 1). CMT-PF2
uses the first RTT for a heartbeat transmissiod,sbow starts with initial cwnd=2 after receivirtgetheartbeat-ack. In CMT-PF2,
the number of TPDUs transmitted by endnoRTTs on the path =0+ 2 + 4 ... A2 (2 +1) — 2). Thus, im RTTs, CMT
transmits 1 TPDU more than CMT-PF2, and the 1 TRiNférence is unaffected by the path’s RTT. Therefavhen paths
experience symmetric RTTs (aka symmetric RTT camul), we expect the performance ratio between Givid CMT-PF2 to
remain unaffected by the RTT value.



We now consider a more interesting scenario wheniridependent end-to-end paths experience symmesscrates, but
asymmetric RTTs. That is, path 1's RTT=x sec, aath2's RTT=y sec (x y). How do x and y impact CMT vs. CMT-PF2
performance? More importantly, does CMT-PF2 perfammnse than CMT when the paths have asymmetric RTTs

We performed the following random loss model experit to gain insight (random loss model simulati@k® much less time
than cross-traffic ones, and both loss models tegih similar trends between CMT and CMT-PF2). ¥8ed the topology shown
in Figure 4 to transfer an 8MB file from senderdAréceiver B. Path 1's one-way propagation delay fiveed at 45ms while path
2's one-way delay varied as follows: 45ms, 90mgMsK 360ms, and 450ms. Both paths experience ddéfiss rates ranging
from 1%-10%.

Figure 10 plots the ratio of CMT-SSTHRESH's goodpuér CMT-PF2-SSTHRESH's (relative performanceead#hce) with
5% error margin. We see that both CMT and CMT-PE&gom equally well when the paths’ RTTs are syntioetAs the
asymmetry in paths’ RTTs increases, an interestimpmic dominates and (surprisingly!) CMT-PF2 perfe slightly better than
CMT (goodput ratios < 1).

Note that rbuf blocking depends on the frequendpss events (loss rate) and duration of loss regov.oss recovery duration
increases with a path’'s RTT (and RTO). As loss imteeases, the probability that a sender expezgnonsecutive timeout events
on the path increases. After the first timeout, GRH2 transitions the path to PF, and avoids datesinission on the path (as long
as another active path exists) until a heartbdatanfirms the path as active. But, a CMT sendéessiback-to-back timeouts on
data sent on the path, with exponential backotiro&out recovery period. Consecutive timeouts iaseepath 2’'s RTO more at
higher RTTs, and results in longer periods of totking in CMT (Figure 9).

Figure 9 helps to understand the disparities i bbacking durations between CMT-SSTHRESH and CMA2FESSTHRESH.
For each combination of path 2's delay and loss, fieigure 9 plots the ratio (CMT-SSTHRESH over CMF2-SSTHRESH) of
total time a sender was rbuf blocked during timeeabveries. As path 2 one-way delay and lossimateases, the ratio becomes
increasingly greater than 1, signifying that CMTTSIRESH sender suffers longer rbuf blocking duragighan CMT-PF2-
SSTHRESH. Therefore, as path 2's RTTs increase, '€Njoodput degrades more than CMT-PF2’s, and thedpat ratio
decreases (Figure 10). Similar trends are obsdrgdeen CMT-CWND and CMT-PF2-CWND as shown in Fegut1 and 12. In
summary,during symmetric loss conditions, CMT and CMT-PFZfgrm equally well during symmetric RTTs. As thETR
asymmetry increases, CMT-PF2 has a slight advanage CMT, and performs better.
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Figure 9.Rbuf Blocking Durations (CMT-SSTHRESH vs. CMT-PF3IHRESH)



Figure 10.CMT-SSTHRESH vs. CMT-PF2-SSTHRESH Performancediatnder Varying RTTs
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Figure 11.Rbuf Blocking Durations (CMT-CWND vs. CMT-PF2-CWND)

Figure 12.CMT-CWND vs. CMT-PF2-CWND Performance Ratios undarying RTTs



Figure 13.Goodput during Asymmetric Loss Conditions (Pathr@ss-traffic Load = 70%)

2) Asymmetric Loss Conditions

In our asymmetric experiments, paths 1 and 2 eapeei different cross-traffic loads. The aggregedes:traffic load on path 1
is set to 70% of the core link bandwidth, while math 2 the load varies from 70%-100% of the cank bandwidth. Figure 10
plots the average goodput of the 4 variations With error margin. As discussed in the previous sdbien, as path 2's cross-
traffic load increases, the probability that a sgnekperiences back-to-back timeouts on the patleases. CMT suffers a higher
number of consecutive timeouts data (Table I) resulting in extended rbuf blocking peisathan CMT-PF2. Therefore, as path
2's cross-traffic load increases, CMT-PF2 perfolratier than CMT (Figure 13). This result holds tfmeboth CMT-PF2-CWND
and CMT-PF2-SSTHRESH.

TABLE I. MEAN CONSECUTIVE DATA TIMEOUTS ( PATH 2)

TABLE II. MEAN NUMBER OF TRANSMISSIONS

Observation:During asymmetric loss conditions, CMT-PF2 emplaybetter transmission strategy than CMT. Note, timat
CMT, RTX_CWND and RTX_SSTHRESH aretransmissionpolicies, and are not applied during new datastrassions. In
CMT-PF2, a path is marked PF after a timeout, anldrg as active path(s) exist, CMT-PF2 avoidaremissions on the PF path.
Once the retransmission queue is empty, CMT-PF&avew data transmissioren the PF path. Thus, CMT-PF2 transmission
policies kick-in for timeout retransmissions and ggplied to new data transmissions as well.

As shown in Table Il, when compared to CMT, CMT-RE&8uces the number of (re)transmissions on theehilpss rate path
2 and (re)transmits more on the lower loss rath fiafThis transmission difference (ratio of trarssions on pathl over path2)
between CMT-PF2 and CMT increases as the pathsri#omre asymmetric in their loss conditions. Hemeargue that during
asymmetric loss conditions, CMT-PF2 is a bettensraission strategy than CMT.



IV. CONCLUSION & FUTURE WORK

Using simulations, we demonstrated that retransomgsolicies using CMT with a “potentially-failedfestination state (CMT-
PF) outperform CMT during failures even under aggsive failure detection thresholds. Investigatidnring symmetric loss
conditions revealed that CMT-PF2 performs as welCMT during symmetric path RTOs, and slightly éethan CMT when
asymmetry in the paths’ RTOs increases. Also, CNFP-Bses a better transmission strategy than CMihglasymmetric loss
conditions. Based on CMT-PF2’s ability to reducefrblocking during path failures and a wide ranfj@an-failure scenarios, we
recommend CMT be replaced by CMT-PF2 in existind future implementations and RFCs. As future wavk, will evaluate
CMT-PF vs. CMT when end-to-end paths share a Inattle and therefore are no longer independent.
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